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Abstract
Parkinson's disease is a debilitating and potentially life-threatening disorder which
manifests as a malfunction of dopamine producing cells in the basal ganglia of the brain.
While the disease was rst described over 200 years ago, this cell death remains poorly
understood. Since the turn of the millennium functional labeling has enabled all-optical
probing and stimulation of neuronal activity. This has greatly aided neuroscience
research, yet a key hurdle remains for access to the basal ganglia; cortical scattering.
To deliver light to the basal ganglia in a controlled way, the work contained in this
thesis uses thin implants for imaging in-vivo.
Three main experiments are discussed. The rst involves imaging with a ber
bundle and graded index lens and is split into two parts. In the rst part, the low resolution inherent to ber bundles is somewhat overcome by using compressive sensing,
a data processing technique which allows sub-Nyquist sampling by exploiting sparsity
in the signal. In the second part, the method is adapted for in-vivo calcium imaging
in behaving mice. The second experiment addresses methods by which the relatively
large, graded index lens implant may be replaced by a short section of multimode ber.
While this technique has a smaller footprint for a given eld-of-view, the temporal resolution suers slightly as scanning is required. Finally, the third experiment addresses
measurement and excitation of specic modes in few-mode bers by means of a spatial
light modulator. Whereas this technique was initially investigated for ber imaging
for neuronal purposes it was deemed unsuitable for imaging in behaving mice due to
the bend sensitivity of the ber. Therfore the method was adapted for use on a dierent platform, namely optical nanobers for studies on cold atom interactions with the
evanescent elds of the nanober modes.
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Chapter 1
Introduction1
1.1

The Problem

To understand the motivation for this research I put to the reader an easily stated
question; why do we have a brain? It is certainly not necessary for survival nor is it
for the success of life, as countless plants and jellysh might attest. Wolpert gave an
answer to this question when he echoed a commonly held belief amongst neuroscientists
stating,"We have a brain for one reason and one reason only, and that's to produce
adaptable and complex movements." [2]. Shortly after this claim he cited a sea squirt, a
marine invertebrate which, as a mobile juvenile, has a rudimentary nervous system that
it promptly consumes upon nding a rock to which it permanently attaches. Wolpert's
position becomes clearer when considered from the point of view of our interactions
with our environment. With the exception of some smooth muscle sphincters, the
only part of our body over which we have complete voluntary control is our skeletal
muscle. As such, for the history of humankind, all impact on our environment, every
endeavour ever accomplished, every speech told, and every lm starring Nicolas Cage
came as a direct result of these adaptable and complex movements. It is here that the
motivation for the main PhD research is found, instances when this movement becomes
unregulated and erratic.
The striatum, split into the caudate nucleus and putamen in humans, is one of the
basal ganglia in the brain. Since the 1800s it has been known that the striatum is responsible for the organisation and generation of voluntary movements in mammals [3].
Naturally, this led to much research into the function of the striatum over the last two
centuries. Early experiments, however, reported very opposing results, in some cases
stating that bilateral lesions to the striatum caused uninhibited movement in animals,
which would run uncontrollably with disregard for obstacles [4]. Other cases reported
the lesions having little eect or even reducing movement [5]. Although a common
argument for these discrepancies was the possible damage to neighbouring sites during
improper procedures, it was not until the late 1980s that an anatomical model describing the mechanisms of the striatum was dened, reconciling the observations [6].
A simplistic schematic of the current model for movement generation in the brain
is given in Figure 1.1. The neural projections, shown in red, release glutamate (a pre1 This

chapter was reproduced in part from the published review found in [1].
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Figure 1.1: Simplied schematic of direct and indirect pathways in a sagittal section
of mouse brain. GABA, gamma aminobutyric acid; GPe, external globus pallidus;
STN, subthalamic nucleus; SNr, substantia nigra pars reticulata. Adapted from [6].

dominantly excitatory neurotransmitter) at their synapses, increasing the probability
and frequency at which the post synaptic neuron will re an action potential. GABA
on the other hand (an inhibitory transmitter) has the eect of lowering the probability
of post synaptic neuron ring [7]. Two pathways are highlighted here, the direct and
indirect. The decision to carry out a given action originates in the prefrontal cortex
where it is relayed to layer 5 neurons of the cerebral cortex. The neural signals then
travel through both the direct and indirect pathways to eventually arrive at the layer
1 cortical neurons, the region of the cortex which controls the muscles. Following
Figure 1.1, it can be seen that a signal from the layer 5 cortical neurons transmitted
through the direct pathway would lead to an excitation of the layer 1 neurons and a
subsequent initiation of desired movement. Passing through the indirect pathway, on
the other hand, causes an inhibition of undesired movement. The disruption of these
pathways by lesions or otherwise can appear to have produced the contradictory eects
observed in animals in the 1940s [6].
There are two main problems when attempting to observe these pathways separately: (i) they exist in the same place within the striatum making the neurons difcult to physically separate [8] and (ii) the electrophysiological characteristics are, so
far, indistinguishable [6]. The pathways can, however, be distinguished genetically.
The direct pathway (D1 neurons) expresses a dopamine receptor Drd1, which facilitates the depolarisation of a neuron in the presence of dopamine and can cause a
long-lasting increase in excitability [8]. The indirect pathway (D2 neurons) expresses
Drd2 dopamine receptors which have the opposite eect on the neurons, thereby reducing their excitability. These receptors are almost completely segregated between D1
and D2 neurons with only about 5% of striatal neurons expressing both [6, 9]. Aside
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from aiding in neural plasticity, learning, and reward, the dopamine receptors allow for
specic targeting of these pathways. This can be done by engineering a virus with the
genetic code of an indicator protein, which will only infect cells expressing either Drd1
or Drd2 receptors. By locally injecting such a virus into the brain the target cells will
express the protein coded for by the viral DNA and can be monitored.
In 1962, a protein was extracted from jellysh. Though not a particularly remarkable nding at the time, this green uorescent protein (GFP) would pave the way
for strides of progress in neuroscience [10]. Four decades after its extraction, in 2001,
GFP was combined with calmodulin, to form GCaMP which, in the absence of calcium
ions, exposes the GFP chromophore to its aqueous solvent preventing uorescence [11].
Where calcium ions are present they will bind to calmodulin, which then undergoes a
conformational change allowing for strong uorescence from the GFP [12]. An inux
of calcium in neurons occurs due to the opening of ligand-gated Ca2+ channels and,
as such, is an eective indicator of cellular activity. In 2004, GCaMP was rst successfully used to monitor neuronal ring [13]. A similarly ground-breaking discovery
came in 1996, when a light-activated membrane cation-channel was found in algal eye
spots [14]. These proteins, named channelrhodopsins (ChR), were rst used to excite
mouse neuronal tissue in 2005 [15]. Such revolutionary advances provided the means
for probing and stimulating genetically separable neuronal tissue with a completely
optical setup. However, the striatum, in mice, is located below approximately 2 mm
of cortal and hippocampal tissue. Herein lies our rst challenge: for accurate cellular
monitoring or stimulation we must nd a means by which to deliver light in a controlled
manner to these deep regions of the brain in behaving animals.

1.1.1 Scattering in Tissue
In an imaging system there are four main ways in which resolution is diminished: noise,
glare, blur, and scattering [16]. Noise and glare can usually be combated by an appropriate selection of lters and sensors, and anti-reection coatings, respectively. Blur
is fundamental to any classical imaging system and is dictated only by the numerical
aperture (NA) of the objective and the excitation wavelength, λex . If the resolution is
dictated by blur alone, the image is said to be diraction limited and the resolution is
given by Abbe's limit, λex /2NA. Scattering, however, is predominantly a product of the
sample measured. This is of great concern in biological imaging where organelles distributed throughout the tissue lead to refractive index inhomogeneities and, therefore,
scattering [17].
The vast majority of photon scattering events in a sample are elastic. We can
describe the distance into a material which a ballistic (noninteracting) photon will
propagate before undergoing one of these events by a Beer-Lambert decay [18].

P (z) = e−µt z ,

(1.1)

where z is the distance along the optical axis and P (z) is the proportion of incident
photons which are ballistic at z . The mean-free-path (MFP) is the reciprocal of the
transport coecient, µt , which can be split into the sum of scattering, µs , and absorptive, µa , coecients. Since, in biological tissue, µa  µs at visible wavelengths, the

Introduction

4

MFP can be approximated to 1/µs [19]. Due to typical organelle sizes, this scattering
usually falls under the Mie regime2 which, unlike Rayleigh scattering3 , is anisotropic
and not as wavelength dependent (µs ∼ λ−4 for the Rayleigh regime) [20]. Scattering,
therefore, heavily favours the forward direction in tissue and the anisotropy can be
quantied with the parameter, g , as follows
Rπ
p(θ) sin θ cos θdθ
,
(1.2)
g = hcos θi = 0 R π
p(θ)
sin
θdθ
0
where p(θ) is the scattering function and θ is the scattering angle [21]. Here, we have
assumed that p is azimuthally constant and, hence, only depends on the altitude, a
common approximation. A typical value for g in tissues is 0.9 [1820, 22]. Taking
this anisotropy into account we can dene the reduced scattering coecient, µ0s , as
µ0s = µs (1 − g). Its reciprocal gives us the transport mean free path (TMFP), 1/µ0s .
This is the average distance a photon can travel into a material while maintaining some
correlation to its original trajectory [23, 24]. Past this distance, the expected number
of collisions is large enough that, on average, a photon would be considered diuse. A
Monte-Carlo example of this is shown in Figure 1.2.

Figure 1.2: Histograms showing the propagation directions of 10,000 photons in a Mie

scattering medium with an anisotropy constant of 0.9 after 2, 20, and 200 scattering
events. Here, p(θ) was approximated with the Henyey-Greenstein phase function [25].
Launch direction was set to θ = 0.

The properties of many types of scattering in biological tissue have been studied
in order to put values on µs , µa , and g . Of these, 56 studies were collated in a metaanalysis by Jacques [19] in which a model for the reduced scattering coecient was
formed based on wavelength-dependent Mie scattering so that

µ0s


=a

λ
500 nm

−b
.

(1.3)

Here, λ is the vacuum wavelength. For brain tissue, the constants a and b were t
as 24.2 cm−1 and 1.611, respectively. The model is valid for wavelengths within 4001300 nm.
2 Mie:

scattering particles are the same order of magnitude as λ.
particle size  λ.

3 Rayleigh:
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1.1.2 Challenges with Traditional Microscopy
Ideally, in an imaging system, all excitation photons would be ballistic leading to no
loss of location information from each of the point sources which make up the image.
This would limit most imaging to depths of approximately one MFP. For GCaMP,
an excitation wavelength of 488 nm is typical. Using Equation 1.3, 488 nm gives
an MFP of 40 µm with some indication that the scattering length in brain tissue also
diminishes with the age of the animal [26]. A large anisotropy in biological tissue means
that the distortion to the point spread function4 (PSF) would not be signicant just
beyond the MFP; hence, with deconvolution, or if some resolution loss can be tolerated,
epiuorescence microscopy could extend as far as 50-100 µm into brain tissue [16, 27].
Confocal microscopy extends this depth limit without signicant loss of resolution as
the scattered photons are rejected by an imaging pinhole, see Figure 1.3. Furthermore,
confocal microscopy could also provide diraction limited images for thin sections of
tissue within a thick, intact sample. This optical sectioning is not available in an
epiuorescence imaging setup, since, without post processing, there is no discrimination
between in-focus and out-of-focus point sources. Since only ballistic photons contribute
to the image, the signal decreases exponentially with penetration depth in accordance
with Equation 1.1. This can be remedied by increasing the input power with depth.
For cellular resolution, the depth can be extended to about half the TMFP before
multiple scattering events render the pinhole ineective [20]. In the case of GCaMP,
this depth is approximately 250 µm. A more subtle problem with this method is the
amount of light incident on the sample. In our case, where we are trying to distinguish
between neurons in-vivo, the illumination power cannot be so large that it would cause
signicant damage to the cells we are trying to image [28]. Confocal microscopy is
notoriously bad at fullling this criterion as it is a particularly power-wasteful method.
Most of the light in deep confocal microscopy is completely rejected meaning that,
for any reasonable signal to be captured, illumination powers must be large. For an
anisotropy parameter of 0.9 at half the TMFP, only 0.7% of photons are ballistic and,
therefore, contribute to the image. Reports suggest that a localised high intensity,
rather than a high total photon dose, is the main cause of cellular damage [2931].
Light sheet microscopy uses a cylindrical lens to illuminate a single plane at the
object. The illumination is aligned perpendicularly to the imaging axis as shown in
Figure 1.3. This method allows for fast acquisition, as it is scanner free, and optical
sectioning, since only the imaging plane is illuminated. In stark contrast to confocal
microscopy, the large illuminated plane ensures the localised intensity is minimal. In
fact light sheet phototoxicity is so low that it is reported to be eective at imaging
living cells during anaphase of mitosis, a highly light-sensitive period of the cell life
cycle [29]. The downside of this method is its cumbersomeness, requiring two perpendicular objectives trained on the sample. This problem was, however, mitigated by a
proposed solution in which opposite edges of the back aperture of a single high-NA
objective were used for excitation and imaging of in-vivo brain tissue [32, 33]. This
method, known as swept confocally-aligned planar excitation (SCAPE) microscopy,
fullls many requirements for in-vivo imaging, yet the maximum depth possible with
4 The

point spread function of an imaging system is how a theoretical point source would appear
when imaged by that system.

6

Introduction

Figure 1.3: Simplied depictions of common in-vivo imaging methods shown in order

from shallowest to deepest imaging depths. (a) Wide eld epiuorescence microscopy,
(b) light sheet microscopy, (c) confocal, (d) two and multi- photon, and (e) photo
acoustic imaging. Here C is a camera, OL is an objective lens, TL a tube lens, CL a
cylindrical lens, GM galvanic mirrors, PD a photo detector, PH a pinhole, UT is an
ultrasound transducer, and P represents a triangular and rhombic prism acoustically
separated, but optically joined with refractive index matching silicone oil.

this method is somewhat less than confocal, with Bouchard et al. reporting a depth of
140 µm [32].
Similar to confocal, two-photon (2P) and multi-photon microscopy oers high resolution and optical sectioning by only selecting uorescence from a small volume in
the sample. In order to achieve 2P uorescence, a single uorophore must be exited
by two low energy photons simultaneously (within about 1 fs). Since this process is
several orders of magnitude less probable than standard, single-photon, excitation, the
photon count at the focal spot must be very high. This is achieved by tightly focusing
in space, using high NA objectives, and time, using a transform-limited pulsed laser.
Enhancement of the 2P uorescence signal from a pulsed laser is typically ve orders
of magnitude over a continuous wave laser and scales with 1/fr τ , where fr is the repetition rate and τ is the pulse width [18]. For a given excitation wavelength, 2P and
confocal microscopy have a PSF equal to the square of the epiuorescence PSF. However, since the pump wavelength is doubled for 2P microscopy, the theoretical PSF is
larger than for an ideal confocal microscope. In practice, the resolving power of these
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two methods is similar. Like confocal, only ballistic photons contribute to the signal,
hence, according to Equation 1.1, the power must be exponentially increased when going deeper. Biological tissue is mostly transparent to near infra-red (NIR) light, which
gives multi-photon microscopy a reduced phototoxicity; however, the depth of imaging
is not unlimited. The emitted uorescent photons are in the visible wavelengths and,
hence, scatter on their path to the detector. When they arrive at the surface of the
tissue, they are diuse with a full-width-at-half-maximum (FWHM) intensity of 3/2
times the focal depth [18]. As the depth increases, a larger portion of uorescence
falls outside the reach of the collection optics. Increasing power to combat scattering
at depth eventually leads to surface and out-of-focus uorescence. Furthermore, the
increased depth reduces the NA rapidly since the outer regions of the focusing cone of
light scatter more [34]. For imaging cells, the largest reported depths in the brain are
around 1000 µm for 2P and 1500 µm for three photon microscopy [3537]. These techniques greatly facilitated in-vivo cortical research in both behaving and anaesthetized
animals with surgically-mounted skull windows [18, 3842].
Probing deeper into living tissue than allowed by multiphoton microscopy is possible
by means of photoacoustics [20]. Photoacoustic microscopy (PAM) is based on the light
absorbency of common molecules in tissue, such as hemoglobin, water, and lipids. A
nanosecond pulsed laser is used to excite tissue samples by causing small localized
thermal expansion brought on by photon absorption. The pressure waves generated by
this expansion and contraction of tissue are recorded using an ultrasound transducer
as depicted in Figure 1.3. The dierent absorbencies in the tissues generate dierent
acoustic signals that allow an image of the sample to be reconstructed [4345]. Since
it is the absorbencies of light which are being monitored, the method can be entirely
label-free and is commonly used to determine active parts of the brain by mapping
changes in deoxyhemoglobin [46]. It can also be used in functional imaging of neurons
since, as mentioned earlier in this chapter, calcium indicators, such as GCaMP, undergo
conformational changes in the presence of calcium, increasing their propensity to absorb
photons at their excitation wavelength. Though much of this energy is emitted as
light during uorescence, non-radiative decay of excited chromophores locally produce
pressure changes detectable by suciently sensitive transducers [47]. Furthermore,
acoustic waves can have scattering coecients in tissue up to three orders of magnitude
smaller than light. Since PAM depends only on the absorption of light, and µa  µs ,
virtually every region of a mouse brain is accessible by noninvasive means. It does
not come without its caveats however; deep imaging means that the resolution will be
entirely dependent on the acoustic signal, which is, in turn, dependent on the speed
of sound in the material and sensing bandwidth of the transducer. Unfortunately,
high ultrasonic frequencies suer from large attenuation coecients in tissue limiting
typical PAM transducers to a range from 1 to 10 MHz [44, 45]. To achieve optical
resolution, images must still be taken within the TMFP of the photons. At depths of
a few millimeters PAM has a reported resolution just below 100 µm [43].

1.1.3 Electrodes and Photometry
Advances in in-vivo microscopy described in the previous subsection oer hope for non
invasive procedures in the future. However, these imaging modalities all fall short of
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our goal of high resolution functional imaging in the basal ganglia. An often cited
limitation observed in biomedical microscopy is that, independent of modality, the
resolution limit seems to be directly proportional to the depth of imaging in tissue,
with most imaging methods lying near a limit of a penetration depth equal to 200
times the optical resolution [20, 44, 48]. This is not a fundamental law and breaking
it is by no means impossible, it is simply dicult. For our problem, however, we are
well beyond the observed limit and it is for this reason that we turn our attention to
implants.
Although we primarily discuss the exclusive use of optics in monitoring and stimulating neural activity, electrophysiological methods have been used in monitoring cells
which can only be separated genetically. Kravitz and Kreitzer [49] described a procedure in which electrodes monitored the electrical activity of a few D1 and D2 neurons.
The neurons in a specic pathway were targeted with ChR2 making them excitable
under 480 nm light. The recordings made by the electrodes while the light was o could
be correlated to those made during optical stimulation, giving some idea of whether the
cell being recorded was D1 or D2. The combined optical bre and electrodes system
had a total cross-sectional diameter of just over 125 µm. This method, though clever
and minimally invasive, lacks spatial information of the cells and cannot be performed
with passive observation. The viral targeting and monitoring of specic neural cells
in mice has since been extended to a purely optical endeavour. Chronic multimode
ber implants collect uorescence from calcium indicators, such as GCaMP, which are
expressed in the targeted cells as shown in Figure 1.4. The mice are free to move while
the cell activity is recorded, thereby allowing for the correlation of activity in a given
pathway with the actions of the mice [5052]. Implanted bers have also been used
in stimulating ChR2-expressing neurons causing a notable change in the behavior of
the animal [52]. The benet of the purely optical probes over electrodes is that they
allow for direct passive measurement of many cells of a specic pathway or type. This
is done at the expense of some spatial information and temporal resolution oered by
electrode arrays. The method has also been extended to measure the spectrum as well
as the intensity from the collection ber. It was shown in 2014 that it could be used
in Förster resonance energy transfer (FRET) microscopy [53].

Figure 1.4: Genetic dierentiation of D1 and D2 neurons by targeted labeling and
photometry. (a) An illustration of implanted excitation (blue) and emission (red) bres,
(b) and (c) bright eld and uorescence image of slices for (b) direct-pathway- and (c)
indirect-pathway-labeled transgenic mice. White arrows show the implant locations.
Reproduced from [50].
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1.1.4 Problem Constraints
The above sections have highlighted the plight of science to observe the striatum and
deep brain nuclei since James Parkinson provided the motivation to do so in his work
entitled, Essay on the Shaking Palsy [54]. The methods outlined above fulll, at most,
a few of the criteria we would ideally like to satisfy, with their shortcomings noted. To
summarize our task, the criteria for our endoscope is presented with brief arguments
here. Foremost is the depth; the imaging system must be able to reach 3 mm below the
surface of the brain as this is where the cells of interest are. Secondly, to observe neural
activity, the temporal resolution must be in the range of 10 Hz as dictated by the decay
rates of genetically encoded calcium indicators [55]. The imaging plane should be more
than 50 µm from the tip of the endoscope due to expected glial cell5 growth around
the foreign body [5658], yet this values must be minimized to reduce the eects of
scattering. The intensity delivered to the tissue should be near 10 Wcm−2 . This is the
intensity given by Chen et al. [29] for typical structured illumination microscopy, one of
the more gentle imaging modalities. The invasiveness of the probe is debatable. Though
large graded index (GRIN) lenses have been successfully used in-vivo, some argue that,
for mice, a probe diameter below 300 µm is recommended [59, 60]. From brain histology,
we noted that cortical blood vessels are spaced approximately 200 µm apart. The dense
cerebral vasculature in the mouse brain shown in work by Ghanavati et al. [61] would
imply a smaller probe is preferable to reduce the chance of haemorrhaging and brain
damage. Furthermore, as seen in Figure 1.1, many of the neural projections into the
striatum come from the cortex directly above our nucleus of interest. To minimize the
disruption to these neurons, the implant size must be small. Ideally, a probe diameter
of 200 µm or less should be used. The mouse must be allowed free movement during
imaging as the striatum is intimately connected with movement so a exible endoscope
is desired. There is also a need to allow the mouse to recover from implantation
surgery for several weeks [58, 62]. This means, if possible, the implanted part of the
endoscope should be detachable from the head during recovery. The desired resolution
was chosen to be about 2 µm to allow for detection of cell shape and the eld-of-view is
to be maximized. The constraints are summarized in Table 1.1. We attempt to fulll
as many of these criteria as possible in a single device.

Table 1.1: List of design criteria for a striatal endoscope for mice
Attribute

Depth
Temporal Resolution
Working Distance
Imaging Intensity
Mouse Freedom
Probe Diameter
Resolution
Chronic Implant Length
Field-of-View
5 Glia

Desired Limit
≥3 mm
∼10 Hz
∼50 µm
<10 Wcm−2
1 m of bre
∼200 µm
∼2 µm
<15 mm
maximum

are considered support cells for neurons responsible for maintenance and repair.
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1.2

Current State-of-the-Art

In this section the focus is on current research in microendoscopy. Dierent methods
are explored and their respective strong points and shortcomings are highlighted.

1.2.1 Graded Index Lenses
Traditionally, rigid Hopkins endoscopes comprising of a series of microlenses arranged in
a thin tube were used for invasive imaging. These were shown to be eective in confocal
and structured illumination endoscopy [63], but the rigid body and large diameters
(minimum of ∼3 mm) made them unsuitable for in-vivo brain imaging. GRIN lenses
somewhat remedied the size problem. Rather than refracting light through a curved
surface, rod-shaped, GRIN lenses have a radially varying refractive index. Used as
chronic implants, these lenses could enable optical access to deep brain structures,
but would initially require that the animals remain stationary. The GRIN setups were
shown to be eective with fast, wide-eld, high-resolution, two-photon uorescence, and
super-resolution single-photon microscopy on head xed and anesthetized mice [26, 64
68]. To allow for movement of the animal, head-xed mice were often placed on some
form of omni-directional treadmill around which moving visual or audio stimuli could
be placed [42, 69].

Figure 1.5: Head mounted miniature epiuorescence microscope; (a) mouse with
mounted microscope, (b) penetration depth to the ARC, (c) GCaMP uorescence in
neurons. Scale bar, 15 µm, (d) computationally segmented cells. Reproduced from [62].

In recent years miniaturized, head-mounted microscopes, as shown in Figure 1.5,
have been developed with impressive resolution and frame rates [42, 6971]. Betley
et al. reported on the use of a 0.5 mm GRIN lens with a head-mounted microscope
for extremely deep brain uorescence imaging in the arcuate nucleus (ARC) [62]. To
do this, a 0.6 mm diameter cylindrical portion was rst carved out of the brain above
the ARC to minimize compression by the chronic lens. Though this method is more
suited for use in nuclei such as the ARC, where the neural projections mostly come
from underneath, it has been used for functional imaging in the striatum [72]. This
method fullls many requirements for functional neural imaging, yet there are still
some drawbacks. These mainly stem from the impact on the mice in terms of size of
the implanted lenses and the cumbersomeness of the head-mounted equipment. Aberrations in the GRIN lenses mean that cell resolution imaging is often restricted to the
central portion of the lens, hence making the impact on the mouse larger than it need
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be. Furthermore, since images are transmitted from a head-mounted camera, light
access to the brain for stimulation or other imaging techniques is limited. Zong et
al. further advanced head mounted microscopes by using a custom made hollow core
photonic crystal ber (HC-PCF) to deliver laser pulses for head-mounted two photon
imaging [73]. Whereas this oered higher spatial resolution and optical sectioning, it
also required piezo-scanners making the microscope larger and slightly limiting frame
rate.

1.2.2 Single-Mode Fibers
When measuring uorescence or reected intensity, a single-mode ber (SMF) can only
transfer one image pixel value at a time, yet it is not uncommon for an imaging technique to use such a concept. Scanning confocal microscopy, for example, does exactly
that as each point at the object is scanned individually. The small core sizes of singlemode bers makes them eective pin holes and they have been used for ber-based
confocal microscopy. This has been shown by scanning the SMF relative to the optical
axis itself [76] and by deecting the SMF output beam by means of piezoelectric deectors [77]. The drawback to these methods is the requirement for scanning equipment
and focusing lenses, leading to bulky assemblies at the object end of the ber.
An alternative method for SMF endoscopy is to encode the spatial information
spectrally, thereby increasing the data transmission rate. In this method, broadband
light coupled into an SMF at the proximal end is expanded and focused onto a grating
etched at the distal end. The light is diracted by the grating and forms a line of
illumination at the object. Since diraction angles are wavelength dependent, the
spatial information of the object is encoded in the illumination spectrum. Reected
light is gathered and measured in a spectrometer. To scan the line across the sample the

Figure 1.6: The principal behind, and examples of, spectrally encoded endoscopy

(SEE). (a) Endoscope set up, comparison to a human hair (scale bar, 1 mm), and
image of distal tip (scale bar, 0.5 mm). (b) Mouse ovarian tumour nodules overlaid on
depth prole (scale bars, 0.35 mm). (c) SEE image of cultured epithelial cells labeled
with green uorescent dye. (d) Epiuorescent image of (c). (a) and (b) reproduced
from [74]. (c) and (d) reproduced from [75].
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ber is rotated. This technique has been used alongside a Michelson interferometer in
order to extract depth information from a sample in a similar way to optical coherence
tomography [74]. It has also been demonstrated to work with a random scattering
medium in place of a diraction grating - thereby eliminating the need for scanning [78]
- and in uorescent microscopy [75].
In the case of uorescence imaging, the resolution is somewhat poor as the number of
points which can be resolved in a line is directly proportional to the emission bandwidth
of the object being imaged. In the reection case, typical illumination bandwidths are
250 nm, whereas green uorescent protein (GFP) emission has a typical FWHM of
∼56 nm [79]. Figure 1.6 gives an example of spectrally encoded endoscopy (SEE).
Fluorescent SEE has been reported to have a low collection eciency which, when
coupled to the low intensity emission of labeled cells, caused the method to become
slow requiring dwell times of up to 500 ms per line [75]. Furthermore, the number
of resolvable points on a single line in this method depends on the diameter of the
collecting aperture, which is restricted in ber endoscopy. Spectral encoding itself,
however, could be used for fast high resolution imaging in the reection regime as
demonstrated by Goda et al. where micrometer resolution was imaged at an astounding
frame rate of 6.1 MHz [80]. Their method is yet to be realized in bers or uorescent
microscopy.
Double-clad bers (DCF) are advantageous in imaging as they can oer both a narrow single-mode excitation beam through the inner core and a high NA collection ber
through the outer core. They are used in much the same way as the single-mode bers.
Both bers can be used in spectral encoding [81] and with microelectromechanical
systems (MEMS) for scanning the excitation beam [82].

Figure 1.7: Piezoelectric scanning two-photon endoscope schematic, left, and device,
right. Adapted from [82]

Figure 1.7 shows a schematic of a two-photon exible endoscope. The laser pulse
is negatively chirped to compensate for chromatic dispersion in the core of a DCF.
The excitation beam is scanned in a spiral pattern by a piezoelectric deector and
uorescence is captured in the outer core. This method is reported to image 3600
points over a eld of view of 475 µm×475 µm at more than 20 Hz. As it is a two-photon
excitation process, it oers optical sectioning and the potential for subcellular imaging.
For higher powers, nonlinear eects, exacerbated by the tight eld connement in
the single mode core, must be accounted for. As such, the use of a HC-PCF has
been reported in 2P endoscopy in much the same way as described above [83]. The
dispersion can also be controlled by the design of the ber making the requirement for
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prechirping minimal. The higher powered 2P endoscopes have also been reported in
selective ablation and particle manipulation [84]. The main drawback of the methods
using single-mode ber excitation simply stem from the need for end tip objectives and
scanners. Where the spectral encoding is used, the greatest diculties arise from the
need for a wide emission bandwidth.

1.2.3 Fiber Bundles
Traditional exible endoscopes make use of ber bundles where each core in the bundle
acts as an independent pixel. The main criticism of ber bundles is their limited spatial
resolution, which is dictated by the inter-core spacing. This is, in turn, limited by the
need to minimize photon tunneling between cores. The benet of bundles, however,
exists in their ability to be used independently of scanning optics, allowing for fast image acquisition. To remedy the low resolution of the ber, Ozbay et al. [85] described
a setup in which a non-implanted electrowetting lens, used for selecting the imaging
plane, was used in conjunction with an implanted 1 mm diameter GRIN lens at the distal tip of the ber. This served to demagnify the core spacing and provided subcellular
resolution. The proximal end of the ber was imaged in a confocal microscope. This
improved axial resolution and eliminated multiply scattered photons from the image.
The image was then ltered in the Fourier domain to remove the bundle pixelation.
This severely limits the resolution. A similar technique employed a micro-mirror array
instead of a pinhole, thereby allowing for, wide-eld, structured illumination, and single and multipoint confocal microscopy [86]. In addition to this, a separate laser, for
ChR2 activation, illuminated a liquid crystal spatial light modulator (LC-SLM) used
to generate phase masks in the Fourier plane of the ber input. This was used to form
arbitrary intensity patterns on the input face that can then be delivered through the
ber to the targeted neurons. The method was implemented with a micro-objective
too large for implantation. The ber system was, therefore, head mounted and imaging
depths were shallow.
A common method for axially resolved images in ber bundles is structured illumination microscopy (SIM). SIM does not require scanning of many points, giving it
an edge over confocal microscopy in terms of speed. It also allows for the rejection of
out-of-focus light by illuminating with a series of spatially modulated patterns, leading
to uniform illumination when out of focus. The in-focus portion of the uorescence can
then be determined from the modulated signal, whereas the unmodulated uorescence
can be rejected [89]. SIM is low in phototoxicity compared to scanning methods, as the
light is distributed over the image plane [90]. Ford et al. [91] and Bozinovic et al. [88]
both describe the use of this method in ber bundles. These require further image processing when compared to conventional SIM, as the quasi-honeycomb structures of the
core play a role in limiting the resolution and modulating both the excitation pattern
and the collected image, see Figure 1.8. Both of the processing methods ultimately
obtain a lateral resolution near the Nyquist limit of the ber as dictated by the core
spacing and the micro-objective used.
Light sheet microscopy is another method demonstrated in a ber bundle setup by
Engelbrecht et al. [87]. A custom-made, cylindrical GRIN lens (cGRIN) is coupled to an
SMF transmitting the excitation beam. The beam is reected at the tip of the cGRIN
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Figure 1.8: Fiber bundle light sheet microscopy (a) and (b) illustration of light sheet

endomicroscope, (c) epiuorescent illumination (d) light sheet illumination, (e) Fourier
transform of (f) imaged through ber bundle. The diuse ring corresponds to the core
spatial frequencies. The Nyquist limit is half the radius shown by the dotted white
line. (a)-(d) reproduced from [87]. (e) and (f) reproduced from [88].
by a prism, so that the excitation plane is perpendicular to its axis. Fluorescence is
captured by a second GRIN lens running parallel to the cGRIN. This is summarised in
Figure 1.8. Light sheet microscopy is fast, optically-sectioned, and among the lowest
in terms of phototoxicity, yet this setup, though miniaturized, remains large for in-vivo
research. Engelbrecht et al. reported the need to cut a small wedge out of the brain
for imaging.
The smallest, commercially-available bundles are in fact only 160 µm in diameter
with ∼1,600 cores. However, large distal optics are often necessary for both selecting an imaging plane away from the tissue damaging tip, and to enhance resolution
by magnifying the object. Methods have been demonstrated for lensless holographic
imaging through ber bundles which would also encode depth information of the tissue [92]. This method, however, does not address the low resolution problem. Other
lensless bundle methods involve placing a scattering medium at the distal end of the
ber and performing image reconstruction on data [93]. This addresses the resolution
limitation, which becomes dependent on the speckle patterns. Both of the above methods, however, have only been demonstrated with large distal tip modications either
to produce a reference beam for holography or for speckle patterns. The potential
for miniaturization has been addressed in the work. Some bundle imaging techniques
requiring no distal modication stem from the use of speckle correlation to reconstruct
an object [94]. This hinges on the fact that an autocorrelation of a random speckle
pattern is a sharply peaked function, thereby allowing the object autocorrelation to be
well-approximated by that of the image [95]. While these methods are truly lensless,
they require the object to be placed at a signicant distance (several millimeters) from
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the ber tip and are, therefore, unsuitable for in-vivo brain imaging.

1.2.4 Multimode Fibers
A multimode ber (MMF) has the capacity to couple light to several orthogonal modes
making it suitable for fast parallel communication. The information bandwidth of such
a ber could be up to two orders of magnitude greater than a bundle of comparable
size [97]. The concept of MMF imaging dates back to 1976 [98], yet only in the last
decade have studies of light propagation through scattering media made this concept
more concrete [99102]. Such a medium imparts a phase and amplitude distortion
to a wavefront as it propagates through the medium giving random speckle at the
output. Similarly in bers any input eld can be decomposed as a superposition of
ber eigenmodes. The dierent attenuations and propagation constants of these modes
gives a completely dierent eld and intensity pattern at the output [103]. For typical
imaging intensities, the distortion is predominantly a linear process and can be reversed.
To do this the ber must be characterized prior to imaging, usually by measuring a
complex transmission matrix (TM). Choi et al. [96] perform imaging by measuring
the eld at the proximal end of a ber by means of o axis holography as shown in
Figure 1.9. The eld is then back propagated through the ber by inverting the TM.
Though in theory this can be done in a single shot, the object is illuminated by speckle
through the ber and therefore many images must be averaged. This limits their frame
rate to 1 Hz. Furthermore, for incoherent samples, as is the case with uorescence
microscopy, the speckle pattern is suppressed [104]. One solution was to use a bucket
sensor to collect all uorescence for each given speckle intensity pattern [105]. This
method does not have a dened focal plane and is, therefore, demonstrated only for
thin samples.

Figure 1.9: Example of speckle basis ber imaging; (a) setup for imaging, (b) recorded

and reconstructed speckle patterns (scale bar, 100 µm), (c) Sum of reconstructed images
(scale bar, 50 µm). Reproduced from [96].
Often a TM is used to generate specic patterns at the distal end of the ber which
can be scanned across the object for imaging. Most commonly this is simply a point.
This is done by means of an spatial light modulator such as a digital micro-mirror
device (DMD) or LC-SLM as it is possible to use such devices to construct an arbitrary
phase and amplitude modulation to a coherent beam [106109]. This engineered beam
is the conjugate inverse of the desired distal pattern and can, therefore, be used in
single photon scanning endoscopy [110113]. Resolution was improved in this scannedpoint method by correlating the reected light eld from a given point at the object
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with the SLM mask required to generate that point [114, 115]. This is, in essence,
confocal microscopy, but so far has only been demonstrated in the reection regime,
see Figure 1.10. Further resolution enhancements saw the use of modied ber tips for
an increased NA [116].

Figure 1.10: Human epithelial cell imaged with (a) ber total intensity method,

(b) ber wavefront correlations, (c) transmission wide eld control image. Scale bars,
20 µm. Reproduced from [114].
One key diculty with these methods is the acquisition speed. If we consider our
example problem, an image rate of 10 Hz is required for calcium transients; however,
low refresh rates of SLMs (10-100 Hz) mean that images require as long as four minutes in acquisition time [114]. To overcome this iºmár et al. reported the use of
an SLM to generate many phase masks distributed spatially in the Fourier plane of
the SLM. The masks were then scanned through with a fast acousto-optic deector
(AOD) [117, 118], see Figure 1.11. They reported 5.4 Hz imaging of a 36 × 36 pixel
image with an SLM [117]. Computational methods exploiting the sparsity and quasisparsity in the image spectrum have been used in reconstruction of under sampled
images where time constraints limited extra recordings [119]. This was done both for
suppression of noise [120] and in cases where extra measurements were not physically
possible [121]. Enhancement of temporal resolution is also demonstrated with the use
of DMDs, which can have refresh rates of approximately 20 kHz. DMDs, although
only oering binary amplitude modulation, were shown to be eective at focusing and
imaging through scattering media [122, 123]. Tutaev et al. reported exceptionally
high resolution imaging at 3.5 Hz in the hypocampus of anesthetized mice in-vivo over

Figure 1.11: Fluorescence imaging set up with microlens array (LA) and acoustooptic deector (AOD) for increased acquisition speed. Reproduced from [117].
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a 50 µm eld ov view [124]. This is in comparison to similar work from the same
group which imaged uorescing cells in-vivo at equal resolution but a signicantly reduced rate of ∼10 ms per pixel using an LC-SLM [125]. DMDs have also been used in
pixelation-free imaging through ber bundles [126].
Further advancements in MMF microscopy followed common techniques used in
out-of-ber setups. Plöschner et al. described a method by which the use of Bessel
beams at the ber output could be used in light sheet microscopy [128]. Although this
is yet to be realized in a ber-only endoscope, it has a great advantage in imaging live
cells as light sheet methods have very low phototoxicity [29]. Steps towards two-photon
imaging have also been made despite considerable challenges, as not only does the light
suer from modal dispersion, it has also been shown that, for broadband sources, the
transmission matrix is wavelength dependent [129, 130]. The modal dispersion can be
compensated for with an SLM in graded index bers over long distances by minimizing
power in higher order modes [131]. Morales-Delgado et al. [127] demonstrated spatial
and temporal focusing of a 500 fs pulse of light through a step index ber recently.
They did so by coherence gating, in essence selecting mode groups with similar phase
velocities, thereby minimizing modal dispersion. The modes within these groups were
then modulated by the SLM to produce the spatially-focused spot shown in Figure 1.12.
For step index bers modal dispersion is much larger than the coherence length of
transform limited pulsed lasers. This severely limits the modes which are available for
spatial focusing when using coherence gating. This technique has been extended to
GRIN bers where the problem is not as pronounced and both few- and single- mode

Figure 1.12: Multimode ber output analysis of light pulse; (a) and (c) excitation of

a large number of modes, (b) and (d) with digital phase conjugation. (a) and (b) show
spatial prole of pulse intensity. (c) and (d) show pulse temporal width at each pixel.
Reproduced from [127].

18

Introduction

ber bundles where the modes are distributed among several cores which somewhat
mitigating the problem [132136]. Carpenter et al. reported Eisenbud-Wigner-Smith
states in graded index bers [137]. These states are the eigenstates of the delay operator
of the ber and, as such, exhibit the same temporal prole at the input and output.
Since the eigenstates form an orthogonal basis it has been suggested that they could
be used in imaging [138].
One of the biggest setbacks of using a multimode ber probe for in-vivo imaging
is the sensitivity to bending. Changes in the ber shape quickly lead to mode scrambling and the focus point is lost [117, 139, 140]. Plöschner et al. formed a theoretical
transmission matrix for short segments of step index ber with corrections for dopant
diusion and refractive index changes due to internal stresses arising from bending
the ber [139]. They were able to calculate a theoretical deformation operator which
described how the transmission matrix would change under simple deformations. Further development of this work in GRIN bers showed that the deformation can be
corrected for by knowing only two parameters, the total curvature and torsion. This
is due to low cross coupling between propagation invariant modes in GRIN bers. As
this is a relatively simple correction the implication is that, multimode endoscopy in
a moving sample is possible if the ber shape can be accurately measured. This theoretical correction is in contrast to the method presented by Caravaca-Aguirre et al.
who used a eld programmable gate array (FPGA) feedback mechanism to optimize
a DMD mask for a single point intensity [140]. The FPGA means this is done very
quickly in the span of 37 ms, yet the method suers two drawbacks: (i) it requires
feedback from a distal end photodiode and (ii) it only corrects for a single point at
the output. The use of a partially reective coating on the distal end of the ber has
been suggested for dynamic updating of the ber transmission matrix [141]. A similar
method was employed by Farahi et al. who used a holographic guide star to determine
the ber conformation and a database of SLM masks for correction [142]. For in-situ
optimization without use of a guide star, methods have been described where the total
2P uorescence can be used as a tness function in iterative phase correction. While
this allows for corrections with no access to the distal end it has only been reported
at very slow update rates [136, 143]. A promising avenue is phase conjugation in ber
bundles where moderate bends have been shown to maintain focused spots as modal
cross talk is heavily suppressed [144].
The methods discussed above have relied heavily on spatial phase modulation and
measurement and therefore holography. Some techniques have suggested methods to
bypass holography by only measuring the intensity patterns in a multimode ber. The
ber is, however, characterized before imaging. Computational cannula microscopy
has been demonstrated for uorescing neurons [145, 146]. In this method a TM is
measured by raster scanning a uorescent bead over the end face of the ber bundle.
The output patterns are not quite speckle, as they stem from an incoherent source, but
are suciently dierent that the TM is not singular. Images are then taken through
an epiuorescence setup and reconstructed by Tikhonov regularization. A separate
method trains an articial neural network to recognize and convert speckle at the
proximal end of a 1 m ber to images launched from the distal end. Though this
was rst attempted in 1991 and was successful in identifying images from a library,
recent developments have shown that such a system can be used to reconstruct more
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general images [147, 148]. In spite of the promising developments such methods are
not impervious to ber bending.

1.3

Thesis Layout

The criteria for the problem outlined in Table 1.1 provide us with a rather challenging
set of constraints. No single method described above meets all of these. In this thesis
we attempt to meet as many of the criteria as possible at once starting from those which
we have deemed vital for the success of future behavioral studies in mice. Freedom
of movement and image acquisition speed are highly prioritized in such studies. We
have, therefore, opted for the use of incoherent light with a ber bundle for wide
eld uorescent imaging. As mentioned earlier a major down side to ber bundles is
their low spatial resolution. To mitigate this problem we reason that the images of
neurons transported by the bundle can be expressed in a sparse basis and, as such, the
information needed to reconstruct the original image could be far less than knowing the
exact value of each pixel. This sparsity-based reconstruction from an under sampled
data set is known as compressive sensing. We outline the rational and method behind
compressive sensing in Chapter 2 and apply it to theoretical ber bundle imaging in
Chapter 3. In Chapter 4 we use the developed technique to collect a time series of
functional images from behaving mice.
As, to our knowledge, there is no way to select an imaging plane away from the
ber's end face by doing wide eld imaging through a ber bundle with incoherent
light, our images are taken with an implanted GRIN lens. The damage to the brain,
though somewhat tolerable, is extensive. To address this we suggest a method by which
the GRIN lens might be replaced with a small, stationary, section of multimode ber
for speckle basis imaging in Chapter 5. To generate the speckle we turn our attention
back to laser light and the use of spatial light modulators. So that temporal resolution
is not sacriced we rely on under sampling and reconstructing our image by compressed
sensing.
So far the constraints for the endoscope were framed entirely in a way pertaining
to in-vivo neuronal imaging as it is the main aim of this PhD work. However, the
endoscopic techniques developed in this thesis are not limited to biological endeavors.
Due to the bend sensitivity and low acquisition rates, using a multimode ber with an
SLM was deemed unsuitable, for our purposes, in brain imaging. However, this did
not mean that the development of such a technique would not nd use elsewhere. In
Chapter 6 we discuss the use of an SLM to address modes in an optical nanober6
(ONF) which traverses a magneto-optical trap (MOT) of rubidium atoms. This is discussed with the purpose of determining the optical mode-dependent absorption by the
atoms and the end goal of selectively exciting modes with orbital angular momentum
(OAM) in the ONF which can, in turn, be transfered to the atoms. My involvement
in this work was predominantly in the development of the modal decomposition and
selection. For details on the cold atom work, the interested reader is directed to the
PhD thesis of Thomas Nieddu. Though removed from the main goal of this thesis, this
6 An

optical ber tapered to submicron diameters. These bers usually have a uniform refractive
index proles and, as such, the medium into which the ber is placed forms the cladding.
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work serves as a test bed for ber-mode-basis microendoscopy which has been reported
to have a higher information transfer eciency than scanning endoscopy for multimode
bers [138].

Chapter 2
Compressive Sensing
Sensors and data acquisition instruments have been undergoing exponential increases in
resolution, speed, and information bandwidth since their conception. To keep up with
this, we have similarly seen exponential growth in data storage capacity in accordance
with the popularised Moore's Law [149]. However, our ability to manage the output
from high spatial and temporal resolution detectors is predominantly due to advances
in compression technology, which allows us to store mere fractions of the original data
acquired. Compression rates can be astounding. In JPEG compression, for example,
up to 99 percent of the recoded data can be discarded without loss of information about
the image. This begs the question, why collect all of this data with sophisticated sensors
in the rst place? This question motivates compressive sensing. If the information can
be recorded in a compressed format this would alleviate the need for post-processing
and high-resolution sensors. However, since the original data is not known, rather than
a simple reversal of the compression, a recovery algorithm is needed to retrieve the data
as illustrated by the ow diagram in Figure 2.1.

Figure 2.1: Concept underpinning compressive sensing (light blue) as compared with

traditional measurement (dark blue). Compressive sensing eliminates the need for
high-resolution sensors and post-processing of raw data.

In 1989 Donoho and Stark began forming the mathematical framework which underpins compressive sensing and sparse recovery [150]. Their work gave surprising
results stating that not only is signal recovery possible from a very incomplete set
of measurements, but that it is also possible at rates far below the Nyquist limit1 .
1 The

Nyquist limit is the minimum sampling rate at which a signal must be sampled to be
accurately reconstructed by sinc interpolation [151].
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Though this result is encouraging, a key condition underlies compressive sensing, the
signal must be sparse when represented in some domain, that is to say it must be
transform-compressible [152]. This is the same condition on which lossy image compression algorithms, such as JPEG, rely [153, 154].

Figure 2.2: The use of sparsity in image compression. (a) A megapixel image of stars
showing sparsity in the canonical basis. (b) Original image of an elephant calf. (c) Example two-level wavelet transform of elephant with Haar wavelets. (d) Reconstruction
after retaining only 2.5% of wavelet coecients.

To understand the use of sparsity in compression, consider, for instance the picture
of the sky on a clear night, shown in Figure 2.2(a). This image is cropped to be exactly
1000×1000 pixels. If this mega-pixel image were encoded into memory as a simple
24bit RGB bitmap, the minimum space it would require for storage on a drive would
be 2.86 MB. This, however, seems unnecessary for such an image. The majority of the
pixels (∼61%) have the value zero and, of the non-zero pixels, less than 0.5% make up
the 596 bright stars. The rest of the non-zero pixels encode subtle noise in the black
background. To store this information eciently we can simply discard the zeros and
encode only the non-zero values and their locations. Furthermore, if we are willing
to suer small losses in reconstruction accuracy, we can exclude all values below a
low threshold without signicantly altering the important parts of the image, in this
case the stars. Indeed, when stored on a hard drive, this image takes up about 1%
of the space required for a bitmap. This is also partially due to lossless compression;
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however, for compressive sensing, we are concerned only with methods which allow
us to get away with acquiring less data without signicantly aecting our signal and,
hence, we will focus only on lossy compression.
It is rarely the case, however, that an image or signal of interest is sparse. For
these cases, a transform, which represents the signal in an orthonormal basis in which
it is sparse, can be used. An example of this is shown in Figure 2.2(b)-(d), where
an image of an elephant is shown in the canonical, or point, basis next to a two-level
Haar wavelet2 transform of the same image. From the vast grey areas in the wavelet
transform it can be seen that the majority of the image in this basis is near to or
identically zero. The image in Figure 2.2(d) was made by taking the ve-level discrete
wavelet transform of Figure 2.2(b) with order 4 Daubechies wavelets3 and discarding all
but the largest 2.5% of the wavelet coecients. Though, on close inspection, changes
in the image are noticeable, the predominant features are largely unaltered in spite
of the large loss of data. Such a representation basis in which a signal is sparse will
always exist; however, it will not necessarily be appropriate in general cases nor will it
be computationally ecient.
Given that there is a means by which a signal can be represented sparsely, the focus
now turns to acquiring the signal eciently. Considering Figure 2.2(a), we can imagine
capturing the signal with perfect eciency by using a camera with only 596 active pixels
arranged in a way which corresponds exactly to the locations of the stars. However,
unlike in standard measure-then-compress acquisition systems, we do not know the
full image to begin with. It is, therefore, very improbable that we would choose an
arrangement for our camera which corresponds to the star location. Specically, if
our data is K -sparse, i.e., it has K nonzero values, and we attempt to reconstruct N
pixels from M pixel measurements, our likelihood of a perfect reconstruction, Ps , can
be expressed as

Ps =

CM
(N − K)!M !
Ways to choose K within M
= KN =
All possible K from N
(M − K)!N !
CK

(2.1)

In our example of a camera with 596 pixels, Equation 2.1 gives a likelihood of successful
reconstruction on the order of 10−2179 . The image is already very sparse and it is not
expected that natural images of the same size would have lower K values. To increase
the probability of success, either M must increase or N must decrease, with Ps reaching
1 when N = M . Even if we attempt the reconstruction by simply changing M and N ,
the factorial functions in Equation 2.1 will quickly draw the denominator away from
the numerator for even relatively small dierences between these values, making the
likelihood of reconstruction approach zero. The solution is to measure in a basis where
the signal is not sparse but rather as full as possible.

2 The

Haar wavelet, named after Alfréd Haar, is a square shaped wavelet alternating from -1 to
1 [155]. It can be used to form an orthonormal transform and is often used in sparse representations.
3 Daubechies wavelets, named after Ingrid Daubechies, can be used to form an orthonormal basis
commonly used in sparse representation of images [156]. An order 1 Daubechies wavelet is the Haar
wavelet.
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2.1

Basis Coherence

Consider the discrete signal shown in Figure 2.3. It is sparse in frequency domain
where it is constructed from only six coecients. Conversely, the majority of the time

Figure 2.3: Time domain sampling a signal of length 64 which is 6-sparse in the
frequency domain. The estimated signal was generated by measuring a random subset
of 24 time points and setting all other time domain coecients to zero before converting
back into the frequency domain.
domain values are nonzero and signicant.The Shannon-Nyquist theorem states that
the minimum sampling rate must be twice the bandwidth of the signal [151, 157].
Since we do not know the support4 of the signal in the frequency domain and cannot,
therefore, limit the bandwidth, we must measure each of the 64 time domain values
to reconstruct it. However, we know it is possible, though unlikely, to reconstruct the
signal from far fewer measurements since it is supported on a set of only six frequencies.
In the time domain, the information describing the signal is not so dense, so sampling at
any given point would give us some, albeit little, information regarding the frequencies
present in the signal and their respective coecients. If any one of the frequency
coecients were changed there would be some small eect on each of the time domain
coecients. From the 24 random samples taken in the time domain we can already
begin to estimate the support of the signal in the frequency domain by the locations of
the largest frequency coecients of our 24-term approximation. This is possible even
though the sampling rate is well below the Nyquist limit and, in places (for example
from t = 1 to t = 20) the vast majority of the data is unrecorded. This missing
4 The

support of a set are all the indices at which the set elements are non-zero.
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data would be considered vital for sinc interpolation, the reconstruction method upon
which the Shannon-Nyquist rate was stipulated [151, 157]. Incoherence when sampling
can, therefore, be considered as vital as sparsity when reconstructing signals from
few measurements. We can measure the coherence, µ, between of two N -dimensional
orhtonormal bases, Ψ and Φ, as follows
√
(2.2)
µ = N max |hψi , φj i|
1≤i,j≤N

where ψi and φi are the ith columns in Ψ and Φ, respectively.
The value of µ can range
√
between a minimum value of 1 and a maximum of N for any pair of bases. If we let
Ψ be the identity, that is that our sampling basis is the canonical basis, it is √
clear that
for minimal coherence that the absolute value of each entry of Φ must be 1/ N [158].
To construct such basis pairs, a set of N linearly independent ψ vectors can be selected
from the 2N unit vectors which are normal to the N -hypercube facets5 , while N linearly
independent φ vectors could be selected from the 2N unit vectors which point towards
the vertices of the hypercube. While the basis pairs will be maximally incoherent, they
will not necessarily be orthogonal and, therefore, will neither maximize information
nor give computationally ecient transforms. In some dimensions it is impossible to
nd real valued basis pairs which are both orthogonal and have a coherence of µ = 1.
Examples where N = 2 and N = 3 are shown in Figure 2.4.

Figure 2.4: Graphical depictions of maximally incoherent basis pairs. (a) Basis pairs

for N = 2 showing the canonical basis, Ψ, and the Hadamard basis, Φ. (b) Basis pairs
for N = 3 showing there is no purely real pair which would give an coherence value of
1.
The basis pairs seen in Figure 2.4(a) represent the canonical and Hadamard bases.
In 2D these pairs are both orthogonal and have a mutual coherence value of µ = 1.
This is in contrast to Figure 2.4(b) where, regardless of orientation, at least two basis
vectors in Φ are not co-linear with vertices making µ > 1. The general solution allows
for complex valued basis vectors, in which maximally incoherent pairs can be made by
selecting one basis and taking its discrete Fourier transform (DFT) for the other. Due
to constraints arising from sensing modalities, some cases are more suited to real valued
5A

facet is an (N-1)-dimensional face of an N-dimensional shape. For example a 2D square has
four facets (simply called edges since they are 1D).
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measurement bases. For this reason Hadamard matrices are commonly used by simply
choosing a dimension which would allow for it. Alternatively, it is common to choose
an ortho-basis which simply minimises µ to a low value to allow for the use of fast and
well-developed transformation algorithms. A common example in image √
compression
is to use the discrete cosine transform (DCT), which has a coherence of 2 with the
canonical basis and approximates the DFT well [158, 159]. These well-established
transformations, such as the DFT, DCT, Hadamard, and wavelet transform, oer low
coherence and do not require the storage of large matrices, making them very attractive
for compressed sensing [160].
To examine the relationship between coherence and reconstruction delity, a series
of reconstructions were performed while the basis coherence was varied. To do this,
the maximal incoherence between the Hadamard basis and the canonical basis was
leveraged
to generate values of µ from ranging from the minimum, of 1, to the maximum
√
of N . This was done by creating a block diagonal measurement matrix, Ψµ , as follows

Ψµ = Iµ2 ⊗ H N2 ,
µ

µ2 ∈ 2S ,

where

S = {0, 1, 2, 3, 4, 5, 6, 7, 8, 9}.

(2.3)

Here, In and Hn are the n × n identity and Hadamard matrices, respectively. At a
minimum value for µ, Ψµ is simply the Hadamard matrix and maximum µ, Equation 2.3
gives the identity. To form the sampling matrix, M rows were selected at random from
Ψµ . For these tests M and N were chosen to be 128 and 512, respectively. Forming
the signal vector was done by selecting K = 32 locations at random from an N -length
vector, and setting the value to ±1. This gave a vector sparse in the canonical basis.
The l2 -norm of the dierence between the reconstruction and original as a ratio to
the l2 -norm of the original was calculated to give a relative error. At each value of
µ 100 reconstructions were performed and the results are illustrated in Figure 2.5.
The steep rise in relative error with increasing µ2 shows that problems quickly become

Figure 2.5: Reconstruction error averaged over 100 trial signals as µ increases. Error

bars and shaded region show the 95% condence intervals for the mean. Reconstructions were performed with the basis pursuit algorithm as described in Section 2.2.
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intractable when coherence is not diminished. We therefore aim to minimize this
parameter wherever possible in future reconstructions.

2.2

Sparse Recovery Algorithms

Since there are some criteria for both a sampling and a representation basis, attention
turns to methods by which a signal x ∈ RN might be recovered from y ∈ RM measurements. We assume x is K -sparse in the representation basis Φ ∈ RN ×N and that the
transfer matrix of the system Ψ ∈ RM ×N is known. Our reconstruction will, therefore,
be the solution to the following equation,

x̃ = argmin||x̂||0

s.t.

Ax̂ = y,

where

A = ΨΦ†

and

x̂ = Φx.

(2.4)

x̂

Here ||.||0 represents the l0 -pseudonorm, which simply counts the number of nonzero
values in a vector. This problem is NP-hard6 as all possible subspaces spanned by K
or less columns from A must be checked for a solution. It is then somewhat surprising
that there exists a number of greedy algorithms which can solve Equation 2.4 relatively
eciently [161166].

Matching Pursuit Algorithm
Let A be comprised of normalised columns such that the ith column of A, ||ai ||2 = 1,
∀ i ∈ {1, 2, ..., N }. As such we can treat A as a dictionary of unit vectors, which can
be linearly combined to describe the observation y . Matching pursuit (MP) selects the
column with the largest projection onto y and subtracts that projection from a residual r. This continues iteratively until halting criteria are met. Pseudocode is given in
Algorithm 1.

Data: A y 
Result: x̃

r0 = y , x̃0 = 0, i = 0
while err >  do
γ i = argmax|hri , aj i|
1≤j≤N

x̃i+1
= x̃iγ i + hri , aγ i i
γi
ri+1 = ri − hri , aγ i iaγ i
err = ||ri ||2
i++

end

6 NP-hard

Algorithm 1: Matching Pursuit

problems are a set of computational problems for which the complexity scales at a rate
that is larger than a polynomial of the problem size. This is in contrast to P problems which can be
solved with computationally ecient methods.
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At the end of each iteration the residual will be orthogonal to only the last column
of A onto which it had the largest projection. So, although this means that no two
consecutive iterations would see the residual matched with the same column from A,
it can in fact match with the same column multiple times over. For this reason there is
no theoretical limit at which this program would stop. It could take an innite number
of iterations to converge onto the solution. In spite of this issue the error has been
shown to decrease exponentially when using matching pursuit [167].

Orthogonal Matching Pursuit Algorithm
A more robust solution is to ensure that the residual remains in a subspace not spanned
by the columns which have been previously selected. This can be done by updating
all the previously determined values of x̃ every iteration, ensuring that the program
converges in M iterations or less as there can only be a maximum of M linearly
independent columns. To do this a Gram-Schmidt process needs to be executed at
every iteration. For large matrices this process can become incredibly computationally
costly.
As in the case of matching pursuit, let A be normalised such that the Euclidean
length of each of its columns is 1. Let AΓ denote A restricted to the columns indexed by
the elements of Γ and A+ denote the Moore-Penrose pseudoinverse of A. Algorithm 2
gives a solution for Equation 2.4.

Data: A y 
Result: x̃

r0 = y , i = 0, Γ = [ ]
while err >  do
γ i = argmax|hri , aj i|
1≤j≤N

Γ = Γ ∪ γi
x̃iΓ = A+
Γy
ui = aγ i −
ui =

Pi−1

j
j
j=0 haγ i , u iu

ui
||ui ||2

ri+1 = ri − hri , ui iui
err = ||ri ||2
i++

end

Algorithm 2: Orthogonal Matching Pursuit

Although orthogonal matching pursuit (OMP) performs considerably more reliably
than matching pursuit both of these greedy algorithms update the single largest coecient in the solution at every iteration. As briey alluded to in Section 2.1, a
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reconstruction might be made by considering only the large coecients of a signal in
the representation as an approximation for that signal. Here, large simply means above
a predened threshold, λ. This is exactly what thresholding algorithms do.

Hard Thresholding Algorithm
At each iteration a new approximation is made by multiplying the conjugate transpose
of A by the residual of the former iteration. This term represents the part of the
signal which remains to be explained by the approximation and is, therefore, added
onto the former iteration before thresholding. For iterative hard thresholding (IHT)
the approximations are updated as follows

x̃

i+1

√

= hard(x̃ + A (y − Ax̃ ), λ),
i

†

i

where,

hard(x, λ) =



0
x

|x| ≤ λ
. (2.5)
|x| > λ

This method solves Equation 2.6 by converging to a local minimum [168, 169].

x̃ = argmin||Ax̂ − y||22 + λ||x̂||0 .

(2.6)

x̂

The rate of convergence depends largely on the selected threshold. Since this also gives
the weighting for the l0 regularizing term, it cannot be drastically changed without
aecting the reconstruction accuracy. As such convergence can be slow. Other methods
with similar performance use a hard thresholding operator, which selects the K largest
coecients at each iteration [170]. However, these rely on an estimation for the sparsity
in the sample.

Soft Thresholding Algorithm
So far, the sparse recovery methods discussed have aimed at minimizing ||x̂||0 . Although this is the most direct method for measuring sparsity, it forms a non-convex
optimization problem. This constraint is often relaxed in compressive sensing where
the l1 -norm is minimized as follows

x̃ = argmin||Ax̂ − y||22 + λ||x̂||1 .

(2.7)

x̂

Although this forms a convex problem with an attainable global minimum, it means
that the conditions for unique recovery become more stringent [171]. To solve Equation 2.7, a similar approach to IHT can be used where the predominant dierence is
the thresholding technique. Iterative soft thresholding (IST) discards small coecients
while simultaneously shrinking each large coecient towards zero by the value of the
threshold. The update algorithm for this method is

x̃i+1 = soft(x̃i +2tA† (y−Ax̃i ), tλ),

where,

soft(x, λ) = sgn(x) max(0, |x|−λ), (2.8)

where t is an appropriate time step, usually less than 1, to ensure numerical stability.
Though both thresholding methods solve a least-squares problem over the residual of
the solution, thus making them robust to noise, they can suer from slow convergence.
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Gradient methods have been suggested as a means to increase convergence rates without sacricing accuracy [172]. Alternatively, with relaxed constraints, the problem can
be cast as a relatively common linear program for which there are many appropriate
and ecient solvers [173175].

Basis Pursuit Algorithm
Basis pursuit (BP) decomposes the signal into a sparse superposition of the columns of
A by updating all values in the approximation at once [176]. Using linear programming,
the aim is to solve
x̃ = argmin||x̂||1 s.t. Ax̂ = y.
(2.9)
x̂

In order to do this, the l1 -norm must be addressed. While the constraints on this
equation are all linear, the l1 -norm is a nonlinear functional. The problem cannot,
therefore, be written in the standard form for linear optimization expressed as follows
argmin
x

wT x s.t. Ax = b,

Cx ≤ d,

lb ≤ x ≤ ub,

(2.10)

where uppercase letters denote matrices and lowercase letters column vectors. The
upper and lower bounds are given as ub and lb, repsectively. The l1 -norm is, however,
piecewise-linear and Equation 2.9 can be recast as a linear optimization problem with
relative ease after adding a positively constrained dummy variable, u. This is given by
 
 
 

 x̂
x̃
x̂
A 0
= argmin [0 1]
s.t.
= y,
|x̃|
u
u
x̂,u

   
I I
x̂
0
(2.11)
≤
,
I −I u
0

    
−∞
x̂
∞
≤
≤
0
u
∞
Here, I is the N ×N identity matrix. It can be seen that u creates the bounds for x̃ and
becomes the absolute value of x̃ upon convergence. It is then a matter of constructing
w, from Equation 2.10, so that we sum over only u thereby determining ||x̃||1 . Whereas
this method doubles the size of the problem, it can be managed eciently with the use
of sparse solvers. Although less robust in the presence of noise, the equality constraint
in Equation 2.9 can be converted to a least-squares constraint and the problem cast as
a second-order cone program. This is briey discussed in Section 2.4
For a comparison of all these algorithms, sparse sample signals were constructed
and reconstructed by each of the above described methods. This was initially done with
very few measurements of the sample signal. The number of measurements was subsequently increased until the reconstruction method could reliably produce the original
signal. Figure 2.6 summarizes these results. The condition for a successful recovery
was that the l2 error remain restricted to 0.001. Though the vast majority of successful reconstructions gave errors near machine precision7 the leniency was included for
7 Machine

precision is the smallest magnitude of a number which can be added to 1 and produce
an answer dierent from 1. For double-precision oating-point arithmetic this value is approximately
2 × 10−16 . Within this limit, results can be considered to be zero as they are indistinguishable from
discrepancies due to truncation errors.
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Figure 2.6: Reconstruction delity of the dierent methods. Samples were con-

structed by selecting K = 32 random locations at which either a 1 or -1 were assigned
with equal probability. The representation basis was selected to be the DCT from
which M rows were selected at random to form the A matrix. l0 minimizers are shown
in shades of blue whereas l1 are in red. N = 512 for all trials. MP: matching pursuit,
OMP: orthogonal matching pursuit, IHT: iterative hard thresholding, IST: iterative
soft thresholding, BP: basis pursuit.

slow converging methods, such as matching pursuit, which, given enough time, would
converge to the exact solution. From Figure 2.6 it is apparent that l1 methods perform
better on average than l0 , requiring fewer measurements to reconstruct the signal. This
is discussed briey in Section 2.3. Following these preliminary tests, the remainder of
the reconstructions in this work are performed by basis pursuit which is solved using
the alternating direction method as outlined by Yang et al. [177]. This method has
been shown to converge quickly and is less prone to errors than some of those discussed
above.

2.3

Conditions for Recovery

Given a sparse signal and an incoherent basis in which to measure it, compressed sensing
may be considered an ecient means of collecting data. However, successful recovery
is not always guaranteed simply by fullling these two criteria. For some values of
K , M , and N , any recovery algorithm will fail. This may seem immediately apparent
when K > M as, in this case, there is no possible way that the signal information is
preserved.
If the signal, x0 , is in the row space of A, i.e., there exists an α ∈ RM such
that x0 = A† α, and A has full row rank, then x0 can be recovered exactly from y
measurements by the Moore-Penrose pseudoinverse, A+ [178]
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A+ y = A† (AA† )−1 y
= A† (AA† )−1 Ax0
= A† (AA† )−1 AA† α
= A† α
= x0

(2.12)

In the general case, it is unlikely that this would be true. For reconstructions using
the l0 -norm, requirements are rather lenient. Theoretically, for maximally incoherent
basis pairs, if the number of measurements satises M ≥ 2K + 1, then the global
minimizer of Equation 2.4 gives the original signal [171]. Though greedy methods
circumvent the computational complexity associated with the l0 -norm, they are not
guaranteed to nd this global minimum. The convexity of the l1 -norm ensures that
the global minimum can always be determined with computationally ecient methods.
However, the equivalence of the l0 and the l1 global minima has only been shown for
specic cases [179]. Reconstructing sparse solutions using the l0 - and l1 -norms can be
illustrated geometrically as seen in Figure 2.7 where a single measurement is taken in
R3 , shown by a red arrow. The solution space is constructed by osetting the null
space of the measurement matrix, in this case a plane perpendicular to the single
basis vector, from the origin by the measurement. The l1/2 - and l1 -sphere are grown
until they intersect the solution space at a single point giving the global minimum,
shown by a red dot. The l1/2 -sphere is used here as a proxy for the l0 -sphere simply
for clarity. In this example the l1/2 and l1 global minima coincide with each other;
however, this point is not necessarily converged to for the case of lp where 0 ≤ p < 1,
as the non-convex shape of the lp -sphere creates local minima. It is assumed that this
is the reason l1 methods were seen to outperform their l0 counterparts, see Figure 2.6.
For the remainder of this section the focus will be on the conditions needed for l1
reconstruction.
In the majority of cases, M ≥ 2K +1 is the minimum necessary condition for reconstruction by minimizing the l1 -norm, sucient conditions can be much more stringent.
Early under-sampling theory used basis coherence to generalize the notion of an uncertainty principle. If a signal in RN is supported on a set ΓΦ when represented in
the Φ basis and ΓΨ in Ψ then, it follows that |ΓΦ ||ΓΨ | ≥ µ2 N , where |x| signies the
cardinality of the set x [150, 180]. The generalized uncertainty principle (GUP) states
that, for non-trivial signals, both Ψ and Φ representations cannot be sparse for low µ.
Using the GUP, M ≥ µ2 K 2 was proven to be a sucient condition for l1 reconstruction [180]. Here the coherence, µ, is the largest magnitude inner product between any
normalized pair of columns from A. In 2006, a probabilistic extension of the GUP,
known as the robust uncertainty principle, gave a more forgiving sucient condition
for basis pairs [171, 181]. Using the denition for coherence detailed in Equation 2.2
this condition requires that,
M ≥ Cµ2 K ln(N ),
(2.13)
where C is a small positive constant. It was shown that meeting this condition
would guarantee perfect reconstruction with a probability exceeding 1 − ξ for M ≥
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Figure 2.7: A single measurement of the R3 signal is shown by the red arrow. The

solution space is given by the 2D planes. The smallest l1/2 -sphere (top) and l1 -sphere
(bottom) which intersect the solution space are shown in blue. Values for l1/2 and l1 in
the solution space are given by the colour scale. In the case of the l1/2 solution space,
two local minima can be observed in the region displayed.

Cµ2 K ln(N/ξ) [182]. The result had the remarkable implication that the number of
measurements required grows slowly as the problem size, N , increases, as dictated by
the log relation.
The bound was further reduced for special, but rather common, cases of the A
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matrix which satisfy the restricted isometry property (RIP). For A to satisfy the RIP
for all K -sparse vectors, the Euclidean distance between all K -sparse points in RN is
roughly maintained after projection onto RM by A. This can be mathematically stated
as [183]
(1 − δK )||x||22 ≤ ||Ax||22 ≤ (1 + δK )||x||22 ∀ ||x||0 ≤ K.
(2.14)
If the restricted isometry constant (RIC), δK , is smaller than 1, the RIP is said to
be satised for a sparsity K . In essence, the RIP guarantees that all N -dimensional
K -sparse points remain distinguishable after projection onto an M -dimensional space
by A. When the RIP is satised, the lower bound
 
N
,
(2.15)
M ≥ CK ln
K
gives a sucient condition for exact recovery with overwhelming probability [182].
Although this is a very encouraging result, it is often dicult to conrm whether a
given matrix satises the RIP, as calculating RICs is a strongly NP-hard problem [184].
Nevertheless, several random constructions of matrices have been shown to satisfy
RIP [185]. For these matrices, the elements are independent and identically distributed
(iid) according to common probability density functions, such as Gaussian or Bernoulli
distributions.
It is interesting that, for nearly all random matrices, the coherence, µ, will be higher
than 1, yet in spite of this the measurement lower bound given in Equation 2.13 for
µ = 1 is higher than the lower bound in Equation 2.15. Donoho and Tanner suggested
that the measurement bounds, though sucient, are often loose implying that under
sampling can, on many occasions, be much more aggressive [186]. They went on to
state that sampling bounds can be determined geometrically by using A to project
N -dimensional regular polytopes8 onto M -dimensional space. The l1 -sphere forms an
N -dimensional crosspolytope and can be expressed as

C N := {x ∈ RN : ||x||1 ≤ 1}

(2.16)

The projection of this polytope as dictated by A is related to the conditions required for
successful reconstruction from Equation 2.9. Before proceeding, however, it is worth
addressing the situation where Equation 2.9 has a non-negativity constraint. This is
often the case for images as no pixel has a negative value. To address this, only the
positive orthant9 of the problem is considered. The convex hull, containing the vertices
of the N -dimensional crosspolytope present in this orthant, form an (N −1)-dimensional
simplex, T N −1 , which can be dened as

T N −1 := {x ∈ RN : ||x||1 = 1, x ≥ 0}.

(2.17)

Let the function fK (Q) count the number of K -dimensional faces on the Q polytope,
for example f1 (C 3 ) = 12 gives the number of edges on an octahedron. Then the
8A

regular polytope is the N -dimensional generalization of one of three geometrical shapes: a
tetrahedron (simplex), an octahedron (crosspolytope), and a cube (hypercube). Here, we are only
interested in the rst two cases.
9 An orthant is the N -dimensional generalization of a quadrant in 2D.

2.3 Conditions for Recovery

35

Figure 2.8: Success rate and relative error for varying compression and sparsity ratios

for N = 512 and µ = 1. A comparison of left and right plots shows the required number
of samples at a given sparsity for a general signal and a non-negative signal respectively.
The red lines show the Donoho-Tanner phase transitions for the crosspolytope (left)
and simplex (right).
probability of successful recovery, Ps , of a K -sparse signal from Equation 2.9 is

Ps =

fK (AQ)
,
fK (Q)

for

Q ∈ {C N , T N −1 }

(2.18)

This probability has a sharp phase transition from low likelihood of success to high
likelihood as K , M , and N are changed. The quick change is somewhat apparent from
Figure 2.6 as all methods show a steep increase in success probability as M is increased.
For a more complete set of measurements, Figure 2.8 gives the success probabilities of
various K/M and M/N combinations. For construction of these data, N was set to 512.
An arbitrary set from the signal of size K was randomly set to ±1 for the general case
and all +1 for the case with a non-negativity constraint. The signal was then sampled
with M random rows from the Hadamard matrix. Each data point was averaged over
100 trials. Though the results shown here are for the case of the Hadamard and point
bases, Donoho and Tanner have shown that the phase transition is almost identical
for random iid matrices as well as structured matrices like the DFT [186]. The phase
transition is in strong agreement with the experimental data which suggests that this

Compressive Sensing

36

bound may indeed be sharp at least in the instance tested here and those discussed in
their work [186].

2.4

Stability

So far this chapter has been concerned predominantly with signals considered sparse
in the sense that there exists a nite set of indices upon which the signal is supported.
O this support the signal is expected to be identically zero. In reality this is rarely the
case for two main reasons. The rst is random noise, which is pervasive over all signal
coecients. The second reason is that natural images, though often compressible, are
rarely truly sparse. As mentioned for the stars in Figure 2.2, the background, though
dim, is present. Similarly, for the wavelet transform of the elephant, the majority of the
gray region is in fact comprised of small but non-zero coecients. The reconstruction
errors attributed to these deviations from the ideal can be addressed separately and
summed to form an upper bound on the reconstruction error.
To solve the non-ideal, case Equation 2.9 can be amended to tolerate some deviations in the reconstruction from the measured data. Minimizing the Euclidean distance
between the reconstructed data and the measured gives

x̃ = argmin||x̂||1

s.t.

||Ax̂ − y||2 ≤ ,

(2.19)

x̂

where  is an estimation of the l2 -norm of the noise over x. The convex optimization
method for solving Equation 2.19 is often termed basis pursuit denoising (BPDN) as
it is also used to remove noise from signals [187, 188]. The quadratic constraints in the
equation, however, mean that the optimization problem is cast as a second-order cone
program10 for optimization as opposed to a linear program as stated in Equation 2.11.
It was shown by Candés et al. that the l2 reconstruction error is bounded by C1 , where
C1 is a small constant related to the restricted isometry of A, usually in the order of
about 8 [189]. This implies that the error due to noise grows simply in proportion to
the noise energy, as is expected in the case with direct measurement of the signal.
For a signal to be considered transform-compressible, sparsity in the basis of that
transform is not a necessary condition. Rather the information of the signal must be
concentrated on a small subset of the coecients when represented in the sparse basis.
Signals are said to be compressible if the sorted magnitudes of their coecients follow
a steep power law decay as below [190]

|α|k ≤ (2r − 1)k −r ,

(2.20)

where |α|k is the k th largest coecient by magnitude and r is the decay rate. The
signal expressed here is normalized such that its l2 -norm is 1. Assuming the signal
to be reconstructed is compressible, it is possible to form an upper bound on the
reconstruction error when the signal, x0 , is approximated by the S largest coecients
10 A

second order cone program is a common convex optimization program which allows for general
quadratic constraints on a linear optimization program.
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such that

s
||x0 − x0,S ||2 ≤

Z

∞

(k −r )2 dk

(2r − 1)
S

=S

−r+ 21

(2.21)

,

where x0,S is the S term approximation. The solution to Equation 2.19 is not necessarily the best S -term approximation and as such the error is not simply given by
Equation 2.21. Candés et al. have shown that the error can be bounded by the S term
approximation by
||x0 − x0,S ||1
√
||x̃ − x0 ||2 ≤ C2
,
(2.22)
S
where C2 is another small constant of order 10 which is related
p to restricted isometry
of A [189]. Since for any vector, x, supported on Γ, ||x||1 ≤ |Γ|||x||2 , it is possible
combine Equations 2.21 and 2.22 to bound the reconstruction error such that
1

||x̃ − x0 ||2 ≤ C2 S −r+ 2 ,

(2.23)

This is a promising result, as the implication is that error grows almost as if the signal
was known beforehand and the best S -term approximation was directly calculated.
Furthermore, it reinstates the notion that a steeper power decay leads to a more accurate reconstruction of the signal which is directly analogous to a sparser vector giving
more accurate result.

2.5

Summary and Conclusion

Many points with regards to compressive sensing were discussed in this chapter. To
summarize these for practical application of this powerful tool, one might consider
the steps preceding the use of compressive sensing on a random signal. Firstly, a
sparse basis must be selected. Where this is not possible, Equation 2.23 assures that
a steep power law decay will suce. Once this is determined a basis incoherent with
the sparse basis must be selected for performing the measurements, the value of low
coherence being demonstrated in Figure 2.5. The number of measurements required
can then be determined using the coherence (Equation 2.13), the RIP (Equation 2.15),
or the Donoho-Tanner phase transition (Figure 2.8). Finally, once the problem is
arranged, a recovery algorithm, which makes eective use of ecient linear solvers,
can be used for signal reconstruction, as demonstrated in Figure 2.6. With these steps
in mind, compressive sensing can be performed and known bounds can be put on the
reconstruction error.

Chapter 3
Fiber-Bundle-Basis Compressive
Sensing1
As stated in Chapter 1, commercial ber bundles tout a number of advantages for invivo imaging in behaving animals. Acting as a simple image conduit, bundles can be

used in fast, wide-eld imaging, as well as in situations which require a high degree of
exibility. The drawback is their comparatively low spatial resolution when considered
in reference to the width of the implanted microendoscope. Here, we propose that
the low spatial sampling can be somewhat overcome by using compressive sensing.
Predominantly, this arguments stems from the suppositions that the images to be
collected by the ber (from uorescent neuronal tissue) are not very information-dense
and that only a few samples need be taken. Implanting such a system into a mouse
directly, however, means that access to the sample side, by any means other than the
ber bundle, is completely obstructed. At best, this makes validation of our methods
very dicult and impossible at worst. This chapter is dedicated to ex-vivo tests and
theoretical methods for assessing the validity of the sampling and reconstruction, as
well as providing a rough estimate of the resolution of these methods.

3.1

Sparsity in Sampling Neuronal Tissue

Though natural images are rarely truly sparse, they often exhibit strong power law
decays in their sorted coecient magnitudes. Hence, the majority of the information
which encodes a given image is usually concentrated on a small subset of coecients.
In Chapter 2, the approximation error for such an image was briey discussed, where
it was concluded that the error in reconstruction grows in proportion to the power of a
negative exponent, r, which dictates the decay rate of the sorted coecient magnitudes
in the image. Minimizing this error, by selecting a basis in which r is as large as possible,
is of interest for accurate reconstructions.
To select a basis in which images have sparse or quasi-sparse representations, a
range of epiuorescent pictures were taken from brain slices of the model mouse used
in this work i.e., C57BL/6J male mice. To provide a wide range of neuronal sample
images with regards to both size and shape of neurons, the slices included samples from
1 This

chapter was reproduced in part from the published article found in [191].
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transgenic D1- and D2-mice, expressing GFP in cells with Drd1 and Drd2 receptors
respectively, and wild type mice, which were either dyed by antibody staining after
the slices were made or were injected with selected adeno-associated viruses while
alive. Some of these labeling systems, which were used in later ex-vivo and in-vivo
studies, are detailed in Chapter 4. The elds-of-view for these images were chosen to
approximately match that of the ber end-face so that size scales were comparable. The
images were then transformed under a number of orthogonal transformations, which
were candidates for sparse representation. These included DFT, DCT, and Haar and
Daubechies wavelet transforms each at two, three, and ve levels. A common method
for image compression is to do such transforms over all disjoint n×n pixel blocks,
where a typical value for n is 8 [154]. The reasoning behind this is that large and
sudden changes over such small length scales are usually uncommon in typical images
and, where such sharp changes exist, they can be locally well-approximated by a few
wavelets [167]. Following this reasoning, both block and whole image transforms have
been used to assess the sparse nature of the neuronal images. Results are summarized
in Figure 3.1.

Figure 3.1: Mean coecient magnitude decay rate, r, for a variety of neuronal epiu-

orescent images compared for dierent representation bases. The level for each wavelet
transform is given by the number after the wavelet name. Block sizes were 8×8 pixels with the exception of 5-level wavelet transforms where the minimum block size of
32×32 pixels was used. Error bars show the 95% condence interval for the means.
The dashed line gives the untransformed, sorted pixel, mean decay rate for comparison.
After performing a particular transformation of an image, the magnitude of the
coecients were sorted and normalized. The value of r was then obtained for each
transform using a least-squares approximation and averaged over all images. The results in Figure 3.1 oer two clear conclusions: (i) block processing is, on average, equal
to or worse than whole image processing for sparse representation, and (ii) frequency
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domain transformations, shown here by the DCT and DFT, give signicantly sparser
representations than their more localized wavelet counterparts. This is somewhat surprising since often it is localized transforms, such as wavelets and curvelets2 , which are
celebrated for their sparse representation of images [153]. We assume that the reason
for our ndings is simply the scale of the images used. For example, previous work by
Struder et al. was concerned with images of cells and beads over large elds-of-view
making these image features small with respect to the image size and, therefore, similar
to the localized peaks of a wavelet or curvelet transform [192]. This is in contrast to
the elds-of-view considered here which are 100 − 300 µm, and are expected to cover
anywhere from a single interneuron to, at most, 20 striatal cells. The implication is
that the selection of representation basis is very signal-dependent and that the success
of reconstruction is similarly dependent on the selection of a basis that is a good t
to the expected data. The whole image DCT and DFT are not signicantly dierent
in their representation of cell images tested and, as such, these are both considered in
the remainder of the thesis.

3.2

Formation of the Fiber-Bundle Basis

Given appropriate candidates for representation bases for the expected images, focus
turns to acquisition and formation of a measurement basis. At this point it may be
benecial to design an ideal basis for imaging which has a minimal coherence with the
representation basis already selected. However, if the benets of the bundle are to be
exploited, the selection of the measurement basis will be constrained in a second way
as it must respect the geometry of the ber bundle. In essence, the under-determined
system of equations is already given. We seek to resolve ne structures, which requires
an image of some resolution, N , whereas we only have M cores through which we take
data and M  N . This section details how, from a single image of the ber face
the Ψ matrix, of size M × N , can be made and used to simulate imaging. This does
not account for the selection of the representation basis and does not guarantee a low
coherence. This implies that not every kind of image can be reconstructed by this
method and that some strict limitations exist. These are addressed in Section 3.3.

3.2.1 Image Segmentation
The end-face of a Fujikura ber, FIGH-016-160S, was imaged by a wide-eld microscope
while the distal end of the ber was illuminated with white light so that all cores were
bright. The image of the end-face, shown in Figure 3.2(a), was then Fourier transformed
for ltering. In the Fourier domain a top-hat lter was applied to remove all frequencies
above those corresponding to the core pattern. The core frequencies can be seen as a
bright halo in the Fourier domain in Figures 3.2(b) and (c). The image average was
also removed in the Fourier domain. After applying the inverse transform, a real-space
top-hat lter, seen in Figure 3.2(d), was applied so that only the imaging region of the
2 Curvelets

form an orthonormal basis similar to a wavelet basis in which basis vectors have been
elongated along a certain axes so as to nd arbitrarily oriented sharp edges in an image. These are
computationally cumbersome and are not used in this work.
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ber remained visible and all other pixels were set to zero. This was necessary so as
not to mistake artifacts and reections from the cladding/air interface as extra imaging
cores.

Figure 3.2: Fiber end-face image and processing. (a) Raw image under white light

illumination. (b) Log scale magnitude of raw image in the Fourier domain. (c) Application of the top hat lter. (d) Image of ber end-face with real-space lter

Once the image was preprocessed, a local peak-searching algorithm was used to
determine the core centers. This algorithm simply returned a 1 if the local pixel
was larger than all eight of its neighbours and a 0 in all other cases. Though crude,
this method proved robust after Fourier domain ltering. The removal of all high
frequencies meant that the intensity changes within any given core were restricted to
a smooth rise to the maximum at the center. This monotonic increase to the center
occurred for every bright spot and, as such, every light-guiding core was found with
very few false-negatives. Furthermore, because of the real-space lter, very few falsepositives were identied as cores, making both the specicity and sensitivity of this
method incredibly high with virtually no errors for any given ber end-face image.
The pixels corresponding to each core are determined by selecting all pixels around a
given center which fall within an n-pixel radius, where n is given by
 

1 dc m
−1 .
(3.1)
n=
2
sp
Here, dc and sp are the core diameter and pixel size respectively, and m is the magincation of the microscope. For the results detailed herein n = 4. Earlier methods
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Figure 3.3: Fiber image segmentation into separate cores. Each core is identied and
encircled in red before the formation of binary masks. Three such sample masks are
shown out of a total of M core-masks. The matrix, Θ, is then formed by vectorizing
the masks.

used circle-searching algorithms, which account for dierences in core sizes and determine core centers with sub-pixel accuracy [193]. However, due to the apparent size of
the cores changing under dierent illumination, this method was prone to errors and,
therefore, was replaced with the peak search detailed above. We assume that the core
sizes are roughly identical and dependent only on the magnication of the microscope.
The segmentation of the image is shown in Figure 3.3.
To form the core-selection matrix, the pixels corresponding to a given core are used
to form a binary mask. The mask is zero over the whole P × P pixel image and has
a value of 1 for all pixels falling within the bounds of the given core. This mask is
then lexicographically vectorized and stored as a row of the core selection matrix, Θ, as
shown in Figure 3.3. This is repeated for all M cores, where M = 1461. This selection
matrix forms the basis for the theoretical measurement matrix, Ψ, which is constructed
by resizing the matrix to t the images which the ber samples.

3.2.2 Resizing the Matrix
The core selection matrix gives a mapping from a P × P image to M core intensity
values. In essence, this is the measurement matrix for the ber where two assumptions
are made. The rst is that we have a zero working distance, since only object elements
directly below a core couple to that core. The second is that all cores couple and guide
light without any losses. These assumptions are briey addressed in Section 3.3. This
mapping xes the under-sampling ratio. Therefore, in order to change this, both the
image being sampled and the measurement matrix must be rescaled. To allow for this
without the need for interpolation of the original image or measurement matrix, the
image of the ber end-face was resized so that P = 420. This values was chosen because
of its many small factors. Reducing the test image sizes is then done by selecting every
k th pixel in both the horizontal and vertical directions, where k is an integer factor of
420. This down-sampling had little eect on the sparsity of the test images.
The matrix, Θ, must then be similarly scaled so that it can be used to sample
the now smaller test image. This was done by constructing a scaler matrix, ζ , which
was dependent on an under-sampling ratio, η . The scaler matrix can also be used to
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rescale the test images by selecting the k th pixels as described above. The matrix, ζ ,
is constructed as follows:

 

ζ(η) = I2√ M η ⊗ J P √ π ,1 ⊗ I2√ M η ⊗ J P √ π ,1 .
(3.2)
π

2

Mη

π

2

Mη

Here, In is the identity matrix of size n × n and Ja,b is the unit matrix of size a × b. The
under-sampling ratio is chosen such that the values of n, a, and b are integers. ζ has the
η
dimensions of P 2 × 4M
and, at the maximum value for η , ζ is simply IP 2 . With this
π
scaler matrix, the theoretical measurement basis can now be dened as Ψ(η) = Θζ(η),
and the test image to be reconstructed is x(η) = ζ(η)† xorig , where xorig is the original
image of resolution P 2 which has been lexicographically vectorized. We then solve the
under-determined equation

Ψ(η)x̂ = y(η),

where

y(η) = Ψ(η)x(η).

(3.3)

η
and is often said to have dimensions M × N , where
Ψ(η) has dimensions M × 4M
π
N is M scaled by the under-sampling ratio, η , and a factor of π4 , since only the pixels

Figure 3.4: Image of a uorescently labeled interneuron as would be seen through an
ideal bundle. (a) Interneuron image where N is 1402 and corresponding ber bundle
image (b). (c) The same interneuron down-scaled so N = 152 and corresponding ber
bundle image (d). Note that both (a) and (c) are shown at a high resolution for clarity,
in reality each image is in fact N × N pixels for their respective values of N .
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within the circular eld of view of the ber are assessed in the reconstructions. Once
Ψ is constructed, the rows are normalized so that no measurement disproportionately
scales the image. This is trivial for the theoretical matrix as all row norms are identical.
The use of this computation will become evident in Chapter 4 where a measurement
matrix is obtained experimentally. This scaling method allows for drastic resizing of
test images including cases where M > N . In these cases, many cores t inside a
single object pixel, as shown in Figure 3.4. Although these cases were not realistic
and, therefore, not included in simulations, they oer conrmation that the sampling
technique behaves as expected.
At this point it is helpful to consider the scalability of this imaging system. For
problems encountered in this chapter and the following, the matrices Ψ and Θ can have
in excess of 4 × 109 entries which, at double precision, requires in the range of 36 GB of
storage. These matrices are completely unmanageable for computation and use in the
iterative solvers introduced in Chapter 2. They are, however, sparse, as most of their
entries are zero. Functions optimized for sparse linear algebra are used throughout
this work. Naturally, if this were not the case, compressive sensing as a reconstruction
method would quickly become untenable for large problems.

3.3

Theoretical Image Reconstruction

In order to test the reconstruction delity of compressive sensing, epiuorescent images
used in Section 3.1 were sampled with Ψ to form an observation vector y . This observation vector was used in conjunction with Ψ to recover the original images by means
of basis pursuit as outlined by Yang et al. [177]. The images recovered by compressive
sensing were compared with common reconstruction techniques for ber bundles, such
as interpolation [194] and spatial ltering [85] as well as using the pseudo-inverse of
A.
For spatial ltering, the A matrix is not used; rather a low-pass Gaussian spatial
lter is applied to the raw image to
√ remove the pixelation artifacts. The lter was
empirically chosen to cover np = d N /15e pixels and have a standard deviation of
np /4. Such a lter removed the core artifacts without signicantly reducing the power
of the highest frequencies measurable by the ber. Similarly, interpolation did not
depend on the A matrix. For this method, each value in the y vector was divided by
the number of pixels per core and ascribed to its respective core's center. Interpolation
was then performed between these values to determine the value for the missing pixels.
For methods which rely on the computation of the A matrix, namely compressive
sensing and the pseudo-inverse, the implementation is somewhat more involved. To
frame the problem as described in Equation 2.9 a few amendments are made to the A
matrix and the reconstructed vector, x̂. The pixels to be reconstructed all lie within a
circular eld-of-view. The matrices are therefore restricted to

A = ΨΓ (η)Φ†Γ

and

x̂ = ΦΓ xΓ ,

(3.4)

where Γ is the set of all pixels within the eld of view, ΨΓ (η) and ΦΓ are, respectively,
the measurement and representation matrices where the columns have been restricted
to Γ, and xΓ is the image restricted to the set Γ. Here, Φ was chosen to be the DFT
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as it represents the data as sparsely as the DCT, as shown in Figure 3.1, but gave a
lower estimation for coherence, which was calculated to be approximately 49.0 for the
DFT and 97.8 for the DCT at N = 4202 . This is in contrast to our earlier work, which
optimized storage space by avoiding complex bases [191].
Since the pseudo-inverse minimizes the l2 -norm of the solution vector, which does
not change under a unitary transformation, using the pseudo-inverse of ΨΓ (η) gives the
same solution as using the pseudo-inverse of A. This can be shown as

x̃ = Φ†Γ x̂
= Φ†Γ A+ y
= Φ†Γ A† (AA† )−1 y
= Φ†Γ (ΨΓ (η)Φ†Γ )† (ΨΓ (η)Φ†Γ (ΨΓ (η)Φ†Γ )† )−1 y
=
=

(3.5)

Φ†Γ ΦΓ ΨΓ (η)† (ΨΓ (η)ΨΓ (η)† )−1 y
ΨΓ (η)+ y.

For this reason, the pseudo-inverse of ΨΓ (η) is used for reconstructions and this proved
much more computationally ecient than using A.
For compressive sensing, the early reconstructions were performed with column restricted versions of Ψ(η) and Φ, although these were later deemed unnecessary. Simply
setting the unused columns of Ψ(η) to zeros had the same eect on the results. This
also allowed for the use of fast Fourier transforms (FFT), which have a much higher
computational eciency than matrix algebra.
With the theoretical transfer matrix and an appropriate sparse-representation basis,
it is possible to assess the behavior of the compressive sensing reconstruction method
as the sparsity and under-sampling ratio change. To do this, images with DFT coecient decay rates, r, between 0.2 and 1.4 were generated. This was done by rst
forming a vector of length N with the appropriate decay prole according to Equation 2.20, randomly permuting the vector so that any DFT coecient might have any
magnitude, assigning √
each element
a sign with equal probability, reshaping the vector
√
into an image of size N × N , and performing an inverse DFT. The generated images were then sampled by the theoretical ber for dierent values of η , and therefore
N , and reconstructed using compressive sensing. For each image and reconstruction
generated, a normalized correlation integral was taken. This produces 1 for perfectly
correlated images and 0 for images with no correlation. This value is invariant when
the reconstruction has been scaled by a constant or has a constant oset. For each r
and η pair, 100 images were generated and their correlations taken and averaged. The
results are presented in Figure 3.5.
Figure 3.5 displays the contours dening the boundaries for correlations at the
stated values. For decay rates between 1.01 and 1.28, as observed in Figure 3.1, high
delity reconstructions, above correlations of 0.95, can be achieved at under-sampling
ratios of 5 to 10. For large under-sampling ratios, reconstructions show large deviations
from the original images even for large decay rates. Although this image is reminiscent
of the Donoho-Tanner phase transition for the cross-polytope shown in Figure 2.8 [186],
the transition is not so apparent here as the change between successful and unsuccessful
reconstructions is not so abrupt, rather, the error gradually increases. This is assumed

3.3 Theoretical Image Reconstruction

47

to be due to the changing coecient decay rate rather than strict sparsity in the
samples.

Figure 3.5: Contours showing the mean correlation integral value taken between

a reconstructed image and the original as the coecient decay rate, r, and undersampling ratio, η , change.

3.3.1 Error Evolution
Thirty epiuorescent images of neural tissue were sampled by the measurement matrix
for dierent under-sampling ratios. The images were reconstructed using the four
methods outlined above: ltering, interpolation, the pseudo-inverse, and compressive
sensing. To compare the success rates of the reconstructions, the root-mean-squared
error (RMSE) was calculated for each image using each method. The results are
summarized in Figure 3.6 alongside reconstruction examples.
For all tested ratios, the error from compressive sensing is lower than other reconstruction methods with the exception of the pseudo-inverse at η ≥ 1 as it can recover
the image exactly. Interpolation oers a good approximation of the original image but
starts to fail at low compression ratios where it may attempt to interpolate between
two already neighboring pixels. For the pseudo-inverse, the error rises quickly as the
l2 -norm minimization leaves the unseen areas between cores as zeros. Whereas a high
error is somewhat expected from the pseudo-inverse, it is not expected from the commonly used ltering technique. The error seen here can be attributed to the inter-core
space, which, unlike in the other reconstruction methods, plays a role of lowering the
intensity over the entire image. This does not necessarily mean the reconstruction delity of spatial ltering is itself low, rather that the mean error over the image might
be perceived as high due to the change in intensity. For this reason, normalized correlation integrals were taken between each reconstructed image and the original and
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Figure 3.6: Root-mean-squared error evolution as the under-sampling ratio, η ,
changes. Examples are given for N = 1052 . (a) Original image. (b) Image in (a)
as simulated through the ber. (c)-(f) Reconstructions using DFT compressive sensing
(c), spatial ltering (d), interpolation (e), and pseudo-inverse (f). Error evolution is
shown in (g), where the shaded regions give the 95% condence interval for the means
shown by the solid lines.
these are invariant under such intensity changes. The results for these are given in
Figure 3.7
Here, it can be seen that ltering indeed has a much higher reconstruction delity.
This starts to become unstable as low resolution images make the denition of a digital
lter prone to rounding and truncation errors. Compressive sensing, however, still
maintains a high delity and the pseudo-inverse is observed to be the least suitable for
reconstruction at the majority of under-sampling ratios. The results also show that, for
all under-sampling ratios compressive sensing gives a correlation of above 0.97. This
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Figure 3.7: Correlation integral between reconstructed image and original for dierent
values of the under-sampling ratio. Solid lines give the mean correlation interval over
all tested images. Shaded regions show the 95% condence intervals for the means.

is in strong contrast to what is expected from the results summarized in Figure 3.5.
Together these results give an indication of not only the sparsity, but also the location
of the majority of the large coecients of the neuronal images when expressed in the
Fourier domain. These are expected to be concentrated among lower frequencies, which
can be directly observed, and, therefore, easily t by most of the methods described
above. This leaves a small number of large high frequency coecients to be t by
compressive sensing. The generated images used for the results in Figure 3.5 are not
restricted in this way and, hence, show a much greater error than when reconstructing
the band-limited3 images of neurons.

3.3.2 Resolution Estimation
To test the assumptions made when forming the measurement matrix, an image of
a 1951-USAF resolution target was taken through a ber bundle and reconstructed
with the theoretical matrix. For this, a Fujikura FIGH-10-350S ber was illuminated
with uniform white light and imaged for segmentation. The image was segmented into
9191 cores and ΨΓ was generated for N = 3502 , giving an under-sampling ratio of
η = 10.46. So as not to be in direct contact with the sample during imaging, a 500 µm
diameter, graded index doublet lens (GRINTech NEM-050-06-08-520-DM) was aligned
with the object-end of the ber. This provided a magnication of 2.8 and increased
the resolution of the ber bundle image at the cost of a smaller eld-of-view. The
resolution of the ber is dictated by the inter-core spacing which was measured to
be approximately 3.2 µm. This meant, with the GRIN lens, that the eective pixel
size of the ber was 1.14 µm which translated into a resolvable spatial frequency of
3A

band-limited signal has frequency components only below a given cuto frequency.
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438.6 mm−1 . An image of the target reconstructed using linear interpolation, ltering,
and compressive sensing is shown in Figure 3.8.

Figure 3.8: Reconstruction image of a 1951-USAF resolution target with a theoretical

measurement matrix. Reconstruction by (a) compressive sensing, (b) linear interpolation, and (c) ltering. (d) Averaged contrast for the vertical lines corresponding to
group 8 elements 2 and 4, and group 9 element 1. The reconstruction methods are
labeled by the legend in (e). (e) Modulation transfer function ts for the three reconstruction methods above. The data for the t are calculated from the contrast
measured from the vertical elements in group 8 and group 9 elements 1 and 2.
After normalizing the intensity the pixel values are averaged down the columns of
a vertical element on the resolution target. The data are then t with three Gaussian
peaks. Three example elements and ts are given in Figure 3.8 (d) for dierent reconstruction techniques. The contrast for a given element and reconstruction method
is calculated from the dierence between the local minima and maxima of the tted
peaks. These are then used to approximate a modulation transfer function (MTF) for
each of the reconstruction methods. The t is modeled on an ideal lens system.
Figure 3.8 (e) gives a highest resolvable spatial frequency of 585.6 mm−1 for compressive sensing compared to values of 409.4 mm−1 and 429.3 mm−1 for ltering and
interpolation respectively. This gives compressive sensing a factor of 1.43 increase in

3.3 Theoretical Image Reconstruction

51

resolution over ltering and 1.36 over interpolation. When compared to the theoretical
limit of the ber, compressive sensing gives an increase of 1.34. This is likely to be
a slight over estimation of the achievable spatial resolution two reasons: (i) Using a
1951-USAF target slightly over estimates the resolution when measured in this way
as the bars include sharp changes along the edges rather than the smooth sinusoidal
changes in intensity. (ii) Averaging over an element and tting peaks may give a higher
contrast by over tting the data slightly. It is not guaranteed that the element would
be resolvable at every region. Nevertheless, the resolution enhancement calculated here
gives some indication as to the performance of compressive sensing at η = 10.5.
From this result it can be seen that the resolution of the bundle image can be
modestly up-sampled. This is, however, very dependent on the selection of representation basis. Here, the DCT was used as it represents images with features aligned to
the Cartesian grid sparsely, as is the case for the 1951-USAF target. This estimation
presented here is, however, somewhat crude for two main reasons: (i) The initial assumptions of a zero working distance and prefect coupling and guiding of the cores are
no longer valid for real images. This is clearer when group 8 element 6 is considered,
as it has not been successfully reconstructed (see Figure 3.8 (a)). This was due to inefcient coupling to the cores in this region of the ber. When the target was moved so
that a dierent set of cores imaged the same element it could indeed be reconstructed
clearly. Overcoming these invalidated assumptions in experimental imaging is outlined
in Chapter 4. (ii) The resolution which can be attained is theoretically arbitrarily high
for a suciently sparse sample. As such it is dicult to determine the exact behavior
of the reconstruction method.
It is possible to heuristically estimate the resolution improvement for a set of images
such as those used in Figures 3.6 and 3.7. The eld-of-view of the Fujikura FIGH016-160S is approximately 140 µm. An average inter-core spacing of roughly 3.2 µm
gives a Nyquist frequency4 of 157.1 mm−1 . Noting that the majority of reconstruction
errors occur for higher frequencies, it is possible to model the frequency response of
compressive sensing as a single-pole, low-pass lter. The frequency response, H(ν), in
decibels, for a given image reconstruction can be calculated from

H(ν) = 20 log10

|F{x̃(ξ)}|
,
|F{x0 (ξ)}|

(3.6)

where ξ is the spatial position of a pixel and ν is the spatial frequency. To t a low-pass
lter to the data, all deviations of the reconstruction, x̃, from the original signal, x0 ,
are considered losses. As such tting a cuto frequency, 1/αc , can be performed by
solving a least-squares problem where

r
αc = argmin 20 log10
α

1
+ |H(ν)|
1 + α2 ν 2

.

(3.7)

2

To compare this to the image of the resolution target, N was set to 1402 to give
a similar under-sampling value of η = 10.5. Compressive sensing reconstructions were
4 The

highest frequency detectable at a given sampling rate as dened by the Shannon-Nyquist
sampling theorem.
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then performed at this compression ratio for the images of neurons used in Figures 3.6
and 3.7. The frequency response was then generated and plotted. An example t can
be seen in Figure 3.9. The frequency response data were sorted according to their
||ν||2 value. Where more than one data point existed for a given value of ||ν||2 the
mean of the points was used, so that these points would be not over-represented when
tting a low-pass lter. Subsequent tests showed this averaging had little eect on
the t. The sorted data were used to determine a spatial cuto frequency according
to Equation 3.7, yielding a mean for 1/αc of 209.2 ± 18.7 mm−1 with 95% condence
over the tested images. Assuming this is the Nyquist frequency of the system, the
eective resolution would be 2.41 ± 0.21 µm, which, in turn, translates to an increase
in resolution by a factor between 1.21 and 1.45. Though this estimate is rough and
based on the assumption that a single-pole low-pass lter is a valid model, the result
is in close agreement with the resolution improvement when imaging the 1951-USAF
target. The discrepancy might be explained by the imperfect imaging of a real ber
bundle which is discussed briey in Chapter 4.

Figure 3.9: Example resolution estimation by tting a low pass lter to reconstruction frequency response at η = 10.5. (a) Original image. (b) DFT compressive sensing
reconstruction. (c) Frequency response as given in Equation 3.6. (d) Vectorized frequency response and tted low-pass lter for the given image.

In Figure 3.9(c), we see that the reconstruction has nearly zero error for a range of
low frequencies which are easily probed by the ber. Although some large-magnitude
high-frequencies are determined with perfect accuracy, the mean error increases with
higher spatial frequencies. This is seen in Figure 3.9(d), yet the monotonic decrease in
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gain is not exactly followed by the collected data. This is assumed to be due to the
band-limited nature of the images. Since epiuorescent imaging is diraction limited
and, due to the lack of optical sectioning, out of focus light serves to further blur the
image, the signicant frequencies tend to be clustered around low values. Simply by
virtue of being small, high frequencies are, therefore, not predominantly responsible for
the error in reconstruction. Rather the dip in gain seen in Figure 3.9(d) exists mainly in
the range of the frequencies beyond the Nyquist limit of the ber, but before the mean
magnitude drops to a negligible level. The assumption that the frequency response
of the imaging method can be modeled as a single-pole, low-pass lter is, therefore,
not perfectly valid. As such the tting is simply indicative of the performance of the
reconstructions.

3.4

Conclusion

In this chapter a crucial set of experiments was undertaken to ensure the validity of
the reconstruction method used through out this work. These were necessary as, once
implanted into a living mouse, access to the true sample at the ber end is, at best,
dicult. In Section 3.1, quasi-sparse representation bases were determined for a range
of neuronal images. Figures 3.2 and 3.3 described the process for segmenting the ber
into its core values. Whereas this was done for the formation of the measurement matrix, in Chapter 4 the same method is used to select cores and record live images in the
form of M -length vectors. In order to assess the reconstruction delity of compressive
sensing when compared to other techniques, neuronal imaging was simulated, and reconstruction errors and correlations were compared in Figures 3.6 and 3.7. Finally, the
attainable resolution was crudely estimated by experimental imaging of a resolution
target and by determining the spatial cuto frequency from simulated images. These
gave a mean resolution increase factor of approximately 1.33 over the raw ber image
as an indication of performance. This is comparable to what would be expected from
deconvolution microscopy [16].

Chapter 4
Fiber Bundle Imaging in Behaving
Animals1
In previous chapters, methods for forming a theoretical ber bundle basis were discussed alongside analysis of the reconstruction performance of compressive sensing
and an estimation of its resolution enhancement. Though modest, this reconstruction technique oers some advantages over raw bundle imaging, spatial ltering, and
interpolation especially at low under sampling ratios. A few drawbacks of the theoretical measurement matrix, Ψ, were already briey raised. The rst, and perhaps
most pertinent, is that the cores do not couple light equally well, nor do they transmit
the coupled light without losses. Furthermore, some inter-core cross talk and end-face
debris, mean that an object point source of light may illuminate many cores at the
proximal end of the ber. This is further exacerbated by the introduction of a rod
lens, which causes more coupling losses and, by aberration or magnication, allows a
point source to couple to many cores. The assumptions made in Chapter 3 about the
ber serve as approximations for the true measurement matrix but are not entirely
valid. In this chapter, a method by which a more accurate measurement matrix can be
experimentally attained is detailed. Once obtained, the matrix is corrected to account
for experimental noise and scanning errors before it is used for imaging samples and in
behaving animals.

4.1

Measurement Matrix Acquisition

To acquire the true measurement matrix, a point source is raster scanned under the
ber. At each of the N object points, the core values are recorded and used to form
the columns of the ber-basis measurement matrix, Ψ. Initial experiments used a
single, 1 µm uorescent bead placed on a cover slip as a point source. Although this
encoded inhomogeneity in both the excitation beam as well as the collection of light
into the Ψ matrix, photo bleaching made this method somewhat unsuitable. The bead
was replaced by a pinhole, which, though it did not encode excitation inhomogeneity,
meant that the matrix could be applied for transmission and reection imaging with
1 This

chapter was reproduced in part from the published works found in [191, 195].
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some success. This section details the acquisition, correction, and use of the berbundle-basis measurement matrix.

4.1.1 Calibration Setup
A portable, versatile setup was constructed for acquisition of a measurement matrix and
imaging a range of samples including uorescent beads, xed brain slices, live slices, and
awake mice with implants. A simplied schematic of the setup, shown in calibration
mode, can be seen in Figure 4.1. There are four possible imaging modalities. A movable

Figure 4.1: Experimental setup for calibration and imaging shown in calibration

mode with the ip mirror, FM, removed from the beam path and the movable mirror
in position M(WT) for transmission microscopy. O1 and O2: ×20 objectives, TL:
doublet tube lens 100 mm focal length, S1: 3-axis motorized stage, S2: 3-axis stage,
S3: 6-axis FC/PC ber mount. The three components ExF: excitation lter, DC:
dichroic mirror, and EmF: emission lter comprise the replaceable lter cube, FC, for
which two lter sets are available green-red(Thorlabs MDFTRITC) and, depicted here,
blue-green(Thorlabs MDF-GFP). The sCMOS camera is actively cooled for low signal
imaging.
mirror controls the illumination, placed in M(WT) for wide-eld transmission imaging
or M(Flu) for uorescence, and the two-sided ip-mirror, FM, determines whether
imaging is through the ber (when removed) or through objective, O1, for wide-eld
imaging (when present).
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For calibration the mirror is placed in position M(WT) as pictured in Figure 4.1 and
the ip mirror, FM, is removed from the beam path. So as not to be in contact with the
sample during calibration and subsequent imaging, a GRIN lens was mounted into an
in-house built micro-manipulator, termed the microdrive. The single-axis microdrive
serves to bring images into focus and couple the ber bundle to the lens when mounted
on the head of the mouse. When fully assembled it weighs approximately 400 mg. This
is smaller and lighter than the lightest commercially available head mount and up to 5
times lighter than commercial head-mounted microscopes. It is, therefore, of minimal
disturbance to the test subjects. For calibration, the microdrive was mounted in a
custom-made holder attached to the 3-axis motorized stage (S1 in Figure 4.1). The
ber was then clamped above the microdrive in a single-axis stage and lowered to the
GRIN lens. The lens and ber setup was then aligned over the focus objective (O1 in
Figure 4.1) to illuminate all cores. For clarity a detailed image of S1 and S2 is given
in Figure 4.2

Figure 4.2: Detailed schematic of S1 and S2 from Figure 4.1 showing the alignment of
the microdrive for ex-vivo imaging and calibration. Ad: ber adapter, Cu: adjustment
cu, and Bp: baseplate comprise the microdrive. All components in white were custom
built for the setup.
Five images were taken and averaged to reduce the eects of noise when selecting
the cores. The images were then processed as described in Section 3.2.1 so that the
core selection matrix, Θ, could be made. The matrix, being both sparse and boolean,
is not stored itself, but rather two vectors are saved encoding the row and column
indices containing a 1. This reduces the stored size of Θ by three orders of magnitude,
and allows for live processing of images as necessary for acquisition of the matrix, Ψ.
A custom series of pinholes were made by rst coating a glass cover slip with 5 nm
of titanium and 150 nm of gold, then using a focused ion beam to etch 1, 2, 5, 10,
and 20 µm holes. This cover slip was placed into the custom built sample stage (S2 in
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Figure 4.2) to occlude the light coupling into the ber. A further series of ve images
were then taken, averaged, and the resulting image vectorized to form the background
vector, bg , which was stored alongside Θ. After background recording, the smallest
pinhole is brought into focus of the GRIN lens and an image is taken. The background
is removed from the raw image, which is then used to determine a noise threshold, tn ,
below which no data will be recorded into Ψ. The thresholding predominantly serves
to ensure Ψ is a manageable size, as the noise is low enough that it would not have a
signicant eect if not removed. However, not being identically zero, it does not allow
for the use of sparse matrix algebra when recorded. Once Θ, bg , and tn are determined,
the acquisition of Ψ can begin.

4.1.2 Acquisition
The proximal end of the ber was mounted into a standard FC/PC ceramic connector
and polished for imaging. The connector was then attached to a six-axis stage (S3
in Figure 4.1) for correct alignment during imaging. Before the calibration process,
the pitch, yaw, and all three axial degrees of freedom were aligned so that the entire
ber end-face was in focus and in the region of interest of the camera. Since the
ber bundle is not cylindrically symmetric the roll is also of great importance. In
order for the motors controlling S1 to move the GRIN lens and ber into the starting
position of the raster scan, the axis of movement must be known. Whereas, in initial
experiments, this was measured and corrected for computationally, it was later deemed
more benecial to align the image axis of the camera to the axis of the motors. This was
done by moving the ber along a single axis of stage S1, while changing its roll at S3
until the movement of the pinhole's image was purely along the corresponding axis on
the camera. This served to give reconstructed images with the correct orientation, but
more importantly allowed for proper control of the movement during raster scanning.
Once the system was aligned, the motors were homed and zeroed to avoid the possibility of moving beyond their software bounds. The number of points to be sampled
at the object side was selected to be N = 3002 . Since the experiments all used a
Fujikura FIGH-10-350S ber with approximately M = 9, 300 ± 100 cores, this gave
under-sampling ratios in the range of η = 7.5, yielding results with suciently low
errors for the theoretical work in Chapter 3. To cover the whole ber eld-of-view the
image diameter was measured by traversing the ber over the pinhole and recording
the distance reported by the stepper motors. The step size for the raster scan was then
determined as well as the millimeters2 per pixel, which allowed the motors to nd the
start point of the scan. An option for having a small boolean window, which tracks
the movement of the motors, was also included. This insured that stray light passing
through scratches in the gold did not couple to the ber giving an erroneous Ψ. The
window, along with all inputs mentioned here are shown in Figure 4.3.
Finally, a correction was made to ensure that motor backlash would not play a
role in determining the measurement matrix. Backlash occurs at every turning point
of the raster scan as slack in the gearbox means the rst few steps after a direction
2 We

note that the 'millimeters' were measured by the stepper motors, which were never calibrated
and almost certainly wrong. This was of little concern as long as the units used in commands for
motor movement were consistent.
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Figure 4.3: Calibration program for determining the measurement matrix, Ψ. A

1 µm pinhole is seen through a GRIN doublet and ber bundle with a digital window
applied. The three boxes in the program front panel have the purpose of: giving input
paths for bg and Θ (top), providing control parameters for the camera (middle), and
determining the movement of the motors during scanning (bottom). The digital gain
adjusts brightness and contrast for the user but does not aect the output data of the
program.
reversal do not drive any movement of the stage. This occurs at every row due to the
no-yback3 scanning regime shown in Figure 4.4(a). An image of the resolution target
taken through a ber bundle and a 2.8-magnication GRIN doublet was reconstructed
by simply applying the transpose of Ψ to the core value vector, y . In Figure 4.4(b)
the resultant image can be seen for group 7 element 3. Though completely resolvable, without any backlash correction, every second row is displaced in the direction
corresponding to the scan direction used when forming Ψ. These displacements are
shown in Figure 4.4(c). Initial attempts to compensate for this were done entirely in
post-processing by exchanging the columns of the determined Ψ matrix. This gave
some success, however, the backlash distance was later found to be consistent over
the scanned area and, as such, was measured and included in the motor movement
commands.
3 For

more accurate motor positioning yback, a system where every row scanned starts from the
same side of the image was not used, rather every second row was scanned in reverse, see Figure 4.4(a).
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Figure 4.4: Motor backlash correction. (a) Point scanning direction for the acquisition
of Ψ. (b) Transpose reconstruction of 1951-USAF resolution target group 7 element
3 with no backlash correction. (c) Line traces of the rows of (b) with all even rows
displayed in red and all odd in blue. Their averages are depicted by the bold lines.

Once Θ, bg , tn , the step size, pixel size, window size, and backlash distance are
determined they are used to form the inputs for the LabVIEW program shown in
Figure 4.3. A single image, m, is then taken for every point of the raster scan and Θ
is applied to the image using sparse matrix algebra while the motors move the ber to
the next point. The columns of Ψ can then be formed from

ψi = Θhard(mi − bg, tn ),

where

hard(x, α) =



0
x

x≤α
.
x>α

(4.1)

To ensure Ψ is a manageable size, the matrix is again stored in a sparse format.
Here, three vectors are stored encoding the row and column indices of the entries as
well the corresponding matrix element.
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4.1.3 Post-Processing of Ψ
Once the matrix has been acquired, two processes were performed before it was used
in image reconstruction: extraneous noise reduction and normalization. Occasionally,
it was also necessary to reorder the columns of Ψ to further compensate for motor
backlash as described above; however, this was rarely the case after the hardware
correction. Extraneous noise arises from uctuations in lighting or background which
may occur during the acquisition of Ψ. To manage this a Boolean selector matrix
was generated. This simply evaluated to 1 if the element in Ψ was greater than some
threshold, ts , and 0 otherwise. Since Θ is comprised of 1s where pixels correspond
to cores and 0s elsewhere, Equation 4.1 states that any given entry of Ψ in the ith
row and j th column is comprised of a sum over all the pixels in the ith core which
are above the noise threshold, tn , when the point source is in the j th location. If the
background increases during the measurement matrix acquisition, pixels in cores which
are seemingly unrelated to the location of the pinhole might reach values above tn and
be included in the matrix. If this is truly random noise, it is unlikely to be the case
for all the pixels in a given core. As such, ts is usually set to np tn /3, where np is the
number of pixels per core. Thus for an entry for Ψ to be considered valid, at least one
third of the pixels in the core must have reached beyond the threshold or, alternatively,
a few pixels within the core must have been suciently large so as to warrant inclusion
in Ψ. This thresholding was not always necessary as it was largely dependent on the
environmental changes during the matrix acquisition; however, a simple check often
gave a clear indication when it was. In Figure 4.5, the rows of Ψ have been summed
and the resulting vector reshaped into an image. This image shows the eciency with
which each object point couples light into the ber bundle and compares the dierence
between the original matrix and the element-wise multiplication of Ψ by the selector
matrix. In this instance, the dierence is very apparent as without the selector matrix
ber seems to couple more light from some regions outside its eld-of-view than it does
from regions directly below the ber. While this noise is virtually entirely removed by
the selector matrix the signal data remains largely untouched.

Figure 4.5: Removal of illumination uctuations and extraneous noise during the
acquisition of Ψ. (a) and (b) show the sum of all basis vectors of Ψ before, (a), and
after, (b), noise removal. Three example basis vectors of Ψ are shown in (c).

After the removal of noise from Ψ the rows are normalized for ecient convergence
of the basis pursuit algorithm used. Due to the discrete sampling of the object space
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and dierences in coupling eciency between the cores of the ber bundle, the l2 norm of each of the rows of the matrix are not expected to necessarily have the same
value. Normalizing the rows of Ψ, therefore, disproportionately weights cores with
low-coupling eciency more highly than their low-loss counterparts. To account for
this, a sparse, M × M , weights matrix, W , is formed which contains the reciprocal of
l2 -norms of each of the rows of Ψ along its main diagonal. Using W , Equation 2.19
can be modied to

x̃ = argmin||x̂||1 s.t. ||AW x̂ − yW ||2 ≤ , where AW = W A, yW = W y.

(4.2)

x̂

This gives the problem in a form which is eciently solvable with basis pursuit and
can be used in imaging.

4.2

Fiber-Bundle-Basis Imaging

When the ber-bundle-basis, Ψ, is formed it implicitly includes the relay optics and the
response of the camera. Though most of the physical components are expected to have
a negligible eect on the imaging process, the mapping of the cores onto the camera
pixels is of signicant importance. To solve Equation 4.2, the core intensities, encoded
in the y vector, must be formed using the same method as used for the columns
of Ψ. As explained in Section 4.1.2 this was done using the Boolean core selection
matrix, Θ, which orders the cores and maps each of them onto specic pixels of the
camera. To preserve this mapping, the alignment of the ber with respect to the
camera must be checked and maintained to counteract mild misalignment, which may
happen over the course of many imaging sessions with the same ber. Alignment was,
therefore, corrected before every session by displaying the most recent image used in
the formation of Θ on the green channel of the display, (see Figure 4.6) with the core
centers highlighted, and, using the six-axis stage (S3 in Figure 4.1), overlaying this
image with the live image of the ber displayed on the red channel.
The core selection matrix can then be loaded and used to extract the core values
while imaging. Using sparse matrix algebra, this can be done live as the conversion
of a single image with Θ took 3-5 ms. The resultant image vectors, y , were stored in
a matrix, as well as the images as seen on the camera. Reconstruction can then be
applied to the saved vectors.
For an indication of the resolution of the imaging system and to test its versatility
when recording various types of images, we imaged 1 µm red uorescent beads (SigmaAldrich L2778). The stock was diluted in a ratio of 1:100,000 by volume to form a sparse
bead suspension. From the resulting solution, 1 µL was placed onto a glass cover slip
and gently heated until all the water had evaporated. The cover slip was then loaded
onto S2, see Figure 4.2, for imaging and the mirror moved to M(Flu)(see Figure 4.1).
The exchangeable lter cube was also replaced by green-red lters. Images were taken
through the ber and compared to wide-eld images from the inverted epiuorescent
microscope. Results are shown in Figure 4.7. From the line traces we see that three
beads can be distinguished when using compressive sensing. This is not the case
for traditional reconstruction methods. There are, however, some limitations to this

4.2 Fiber-Bundle-Basis Imaging

63

Figure 4.6: Front panel of imaging program showing the, live, raw image on the red
channel and the expected core locations with highlighted centers in green. Registering
of the cores is performed by manual alignment.
method: not all beads in the eld-of-view are identiable and, although more features
can be detected with compressed sensing, it does not guarantee the full information.
Furthermore, because of the nature of the image of the beads, which is sparse in the
point basis, representation in the DCT is not optimal and the distances between some
beads distorts very slightly in the reconstruction. However, since the bundle dictates
the measurement basis, the use of a high-coherence representation basis, such as the
point basis, could yield erroneous results [191].
Nevertheless imaging cells lends itself in some way to this technique as, from Chapter 3, it was determined that cells may be expressed sparsely in a basis which exhibits
relatively low coherence with the ber basis. To test the viability of this ber system in
cellular imaging with a measured transmission matrix, slices containing uorescently labeled cholinergic interneurons were imaged4 . To prepare the slices for ex-vivo imaging,
an anesthetized wild-type C57BL/6J male mouse was perfused intracardially using
warm phosphate buer 10 mM (pH 7.4). This was followed by a second phosphate
buer perfusion containing 4% paraformaldehyde and 14% picric acid. The brain was
then removed after decapitation and postxed in the same solution for at least 24 hours
at 4◦ C. Afterwards, the brain was cryoprotected with a 50/50 mixture of xative and
4 Slices

were labeled and prepared by Nilupaer Abudukeyoumu and Teresa Hernandez Flores. For
detailed information about cholinergic interneuron research the reader is directed to the thesis of
Nilupaer Abudukeyoumu [196].
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Figure 4.7: Example reconstruction of 1 µm uorescent beads through a GRIN dou-

blet and ber bundle. (a) Raw image. (b) Line traces from (c)-(f) across three beads
highlighted in (c) with a red line. (c) Epiuorescent reference image. Reconstructions
are shown in (d)-(f) using, spatial ltering, (d), linear interpolation, (e), and DCT-basis
compressive sensing (f).
20% sucrose in a 10 mM phosphate buered saline (PBS) for at least 24 hours or until
the brain sunk in the solution, indicating uptake of the solution by the tissue. Coronal
sections with a thickness of 60 µm were then cut on a freezing microtome with a freezing stage and washed in chilled PBS for ve minutes. The washing was repeated four
times. Afterwards the sections were processed to label the cholinergic interneurons.
The slices were incubated for four hours at room temperature in 10% normal donkey
serum diluted in PBS. To identify cholinergic interneurons, the sections were incubated in antibody against choline-acetyltransferase (Millipore, California USA, 1:100
dilution) in antibody diluent (Triton 0.3%, NaN3 Azide 0.05%, PBS) in a dark room for
at least 24 hours at 4◦ C on a shaker and washed in PBS (4×5 min). The brain sections
were further incubated in a secondary antibody in a dark room for 12 hours at 4◦ C on
a shaker (dilution 1:200). The secondary antibody used was Alexa uor 488-donkey
anti-goat (life technologies, Eugene, OR, USA; 1:200). The sections were washed again
in PBS (4×5 min) and the samples were nally loaded onto S2 (see Figure 4.2) with a
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drop of PBS to prevent dessication. The stage was then positioned for ber imaging.
An example cell is reconstructed in Figure 4.8.

Figure 4.8: Reconstruction of a uorescently labeled interneuron ex-vivo. (a) Fiber

bundle image and (b) DCT compressive sensing reconstruction. White arrows show
faint dentritic processes.
In the reconstruction of the cell in Figure 4.8(b) some dendrites are highlighted
by the white arrows. The main issue hindering small features from coming into view
is the low signal to background ratio, which is further diminished due to the ber
autouorescence [91]. Furthermore, the reconstruction artifacts seen as vertical and
horizontal lines are characteristic of using the DCT as a sparsifying basis, as it favors
features aligned with the Cartesian grid. Appropriate selection of representation basis,
however, might mitigate this problem and more complex bases have been suggested for
reconstructing cells. For example, the curvelet transform could be used; it can express
images sparsely that are mostly uniform but have rare, yet abrupt, changes of intensity
along edges, as is the case with cells and dendrites [192]. The artifacts, in such cases,
would conform to the contours of the imaged features rather than cross over them as
is the case for the DCT. The major drawback of using such a representation basis is
that it requires much more computational power as it is not commonly expressed as a
unitary transform. Furthermore, it is expected that such a representation basis would
have a higher coherence with the ber-bundle-basis further increasing the convergence
time and potentially reducing the probability of accurate reconstruction. The use of
such a transform is not explored in this work.

4.3

In-Vivo Imaging5

Though some renement could still be made to imaging protocol, the nal hurdle for
the microendoscope system is live imaging in a behaving mouse. For this task to be
accomplished three main steps must be successfully completed: (i) the labeling of the
5 For

the results in this section viral injections were performed by Teresa Hernandez Flores and
implant surgeries by Bianca Sieveritz. Histology was performed by Gordon Arbuthnott and Bianca
Sieveritz.
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mouse, (ii) successful implantation of the GRIN lens and mouse recovery, and nally
(iii) ber coupling, imaging, and reconstruction. These processes are outlined in this
section.

4.3.1 Fluorescence Expression and Implantation
For visualization of the activity in the striatal neurons, an adeno-associated virus
(AAV) encoding for the calcium indicator GCaMP was used for labeling. A wildtype C57BL/6J male mouse was anesthetized with a continuous ow isouorane and
mounted in ear bars in a stereotaxic instrument. A longitundinal incision was made
in the scalp after shaving the head. After registering the head, a small hole, approximately 1 mm in diameter, was drilled at coordinates6 AP 0.85 mm and ML 1.9 mm.
An AAV conjugated with tdTomato and GCaMP6s with a human synapsin promoter
(AAV1.syn.GCaMP6s.P2A-nls-tdTomato) was loaded into a 34 gauge needle for injection. The needle was lowered through the drilled hole to DV −3 mm where 800 nL
of the virus solution was injected at 80 nL/min. After approximately 10 minutes of
resting to allow for diusion, the needle was slowly raised and removed. The scalp was
stitched and the mouse allowed to recover.
After 24 hours the mouse was anesthetized and scalp reopened. Where necessary
the hole in the skull was further drilled to allow for ease of implantation of the lens. The
GRIN lens, epoxied into the microdrive baseplate, as pictured in Figure 4.2, was loaded
into a custom-made holder and placed in the stereotaxic instrument for positioning.
The lens was slowly lowered to DV −1 mm at which point, after a brief pause, it was
retracted by 0.5 mm. This 1 mm advance and 0.5 mm regress continued until the
lens rst reached DV -2.95 mm at which point it was no longer moved. The baseplate
was then secured to the skull with dental cement and special care was taken not to
contaminate the surface on which the cu of the microdrive turns. Once the cement
had cured the holder was removed from the stereotaxic instrument clamp and replaced
by a protective delrin cap. The mouse was then allowed to recover for four weeks over
which time the virus was incubated and, as shown by Bocarsley et al., gliosis around

Figure 4.9: Chronic implant on a mouse head seen by the white delrin cap (a) and a
schematic (b) showing the baseplate and implanted lens.

6 Mouse Brain Atlas [197] coordinates are used here where bregma is at (0,0,0) for anterior-posterior

(AP), medial-lateral (ML), and dorsal-ventral (DV).
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the foreign body subsides [58]. The chronic implant was compact and light, weighing
less than 250 mg, and animal behavior was observed to be largely unchanged before and
after the procedure. A mouse at 4 weeks with a chronic implant is shown in Figure 4.9.

4.3.2 Imaging in Behaving Mice
Four weeks after implantation the mouse could be used for imaging experiments. The
mouse was anesthetized with a continuous ow of isouorane and placed in ear bars
under a stereotaxic instrument. The ber, microdrive cu, and adapter were removed
from S2 (see Figure 4.2) and a small latex O-ring was placed on the ber, to prevent
adhesive owing into the space between the ber and lens. The cu was mounted
onto the adapter and the adapter press t onto the O-ring so that the end of the ber
protruded from the cu, as shown in Figure 4.10. The mirror was set to position M(Flu)
(see Figure 4.1) and a green-red lter cube was used to excite the tdTomato protein
expressed by the neurons. The cap was removed from the baseplate on the head of the
mouse and the lens surface cleaned with ethanol. The stereotaxic instrument was then
used to position the ber over the lens and adjust the focus. Once cells were in view,
the cu and adapter were lowered onto the baseplate without moving the stereotaxic
instrument so as to roughly maintain the focus. The O-ring was then lowered to seal
the through-hole in the adapter. The microdrive is self registering and the ber and
lens remain aligned in this process. Ultraviolet adhesive (Norland NOA81) was then
applied to the adapter and ber and cured for 30 s under ultraviolet light. The ber
was removed from the stereotaxic and the microdrive used to adjust the nal position
before clamping the cu to the base. At this point the mouse could be allowed to
recover for imaging in a freely moving animal.
The reconstructed cells in Figure 4.10 were imaged through a singlet GRIN lens
(Inscopix 1050-002183) with a magnication near unity. The doublet, used in previous experiments, had two main benets: short focal lengths of approximately 60 µm
in tissue and magnied images. Both of these strengths, however, lead to signicant
drawbacks when imaging in-vivo. The magnication lowers the eld-of-view to approx-

Figure 4.10: Alignment of the ber using the stereotaxic instrument and microdrive.

Aligment proceedure in ear bars is shown in (a) and compressive sensing reconstruction
of tdTomato uorescence during alignment is given(b). Scale bar is 20 µm.
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imately 120 µm in the brain, severely restricting the area over which active cells might
be found. In addition, the tight focusing restricts the observable region in the axial
direction to a volume near the surface of the lens in which glia formation is expected.
Of the mice tested, faint uorescence was only detected in a single, live mouse with
a doublet lens and no activity could be recorded. Reconstruction also proved dicult
as there was an exceptionally low signal-to-noise ratio. Therefore, to validate the ber
image, shown in Figure 4.11(a), two-photon imaging was performed through the GRIN
doublet. A head plate for holding the mouse under the microscope was cemented
around the base plate of the microdrive during the lens implantation process. The
mouse was head-xed under the microscope but allowed to run on a treadmill during
imaging. The results in Figure 4.11(b) show a single, faintly lit cell in the view of the
lens. The low signal, which was also the case when using the two-photon micrsoscope,
hindered the acquisition of ne details in the image.

Figure 4.11: Imaging through a doublet GRIN lens. (a) Compressive sensing reconstruction of tdTomato uorescence through ber bundle. (b) Two-photon microscopy
through the GRIN doublet alone. (c) Histology showing neurons in red and glia in
blue. The white arrow highlights a cell in a similar location to the cell imaged in (a)
and (b). Scale bars in (a) and (b) are 20 µm and 100 µm in (c).
In Figure 4.11(c), a 60 µm thick slice at the lens implant is shown to determine
if, rather than the small measured volume, the labeling is hindering acquisition of
the cell images. Furthermore, by immunostaining the slices around the lens for glial
brillary acidic protein (GFAP), the role of gliosis can be indicated. The test mouse
was intracardially perfused and sagital slices made according to the method outlined
in Section 4.2. The slices were then labeled for GFAP. Sections were washed in PBS
(3×5 min) before being incubated for one hour at room temperature in 20% goat
serum (Vector Laboratories, #S-1000) diluted in a PBS diluent (Triton 0.3%, NaN3
Azide 0.05%, PBS). The slices were then incubated for 18 hours at 4◦ C in the primary
antibody rabbit anti-GFAP (biosensis, #R-1374-50) diluted at a ratio of 1:1000 in
the PBS diluent. Afterwards, sections were washed in PBS (3×5 min) before being
incubated in secondary antibody Alexa Fluor 405 goat anti-rabbit diluted in the same
PBS diluent at a ratio of 1:200, at room temperature for 3 hours. Finally, sections
were washed in PBS (4×5 min) and mounted for imaging. The image here shows that
in spite of the 8-week duration between implanting the lens and performing histology,
glia, shown in blue in Figure 4.11(c), still play a role in coating the lens. Even though
there seem to be a number of uorescing cells, shown in red, beyond the glia and
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directly below the lens it is likely that these are beyond the maximum working distance.
Furthermore, since a doublet is used, the cells at the edge of the lens do not couple to
the ber, which covers only a small eld-of-view at the lens' center. For these reasons,
singlets were predominantly used in imaging; the drawback of doing so is that the
longer working distances mean that scattering plays a larger role and the uncorrected
lens exhibits strong aberrations near its edge.
Finally, after the preparatory steps have been completed, imaging in a freely moving
animal could be performed. After aligning the ber on the head of the mouse, the
animal was gently removed from the ear bars and stereotaxic instrument and placed
back in its enclosure. Before stirring, a background uorescence measurement over a
few seconds was taken and averaged for use as a base line in standardization. Once
recovered from the anesthesia, the uorescent activity increases dramatically for cells
withing the eld-of-view of the ber. A one minute sample recording of uorescence in
a behaving mouse is given in Figure 4.12.

Figure 4.12: Imaging in a freely moving mouse. (a) Normalized GCaMP6s uorescence change over a minute for the bright cell seen in (b). Images at times marked by
the red bars in (a) are given in (b) and (c). Scale bars are 20 µm.
Here, the time series, shown in Figure 4.12(a), is generated by integrating the
total GCaMP uorescence change over the cell body and normalizing by the baseline
intensity. This immediately veries cellular activity as the measured uorescence halflife was, with 95% condence, 550±95 ms. This is in strong agreement with the
reported rates for GCaMP6s living tissue [55]. Sample images of a cell reconstructed
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by compressive sensing are shown in Figure 4.12(b) and (c) for both tdTomato (red) and
GCaMP6s (green) emission. Since the endoscope can only image a single uorophore
at a time, the red image was taken once alignment was completed. This image was then
used to register the signals in the green channel after the lters were exchanged and the
recording performed. The translational oset between the red and the green channels
can be observed in Figure 4.12(b) and (c) by the dierent edges of the ber eld-ofview for red and green. This translation oset is prone to changing quite dramatically
over the course of an imaging session. This is likely due to some movement in the ber
coupling, or it could be caused by the brain shifting slightly around the lens as the
mouse moves. This is supported by the observation of a similar, albeit small, movement
during the head-xed two-photon microscopy imaging. Due to diculty nding and
maintaining a focus, the cells reconstructed by compressed sensing do not exhibit clear
sub-cellular features. It is expected, however, that ner images are attainable with the
renement of the implantation processes as results tended to vary between trials for
both two-photon and ber imaging.

4.4

Conclusion

For eective imaging and reconstruction of experimental data acquired through the
ber bundle, the system used must be well-characterized. This chapter focused strongly
on the acquisition of a true measurement matrix and the subsequent corrections which
must be made to account for experimental error and noise contamination, and to allow
for the reconstruction problem to be computationally tractable. Once the matrix was
acquired, the focus shifted to imaging known samples before describing the methods by
which a freely moving animal may be imaged. Results were presented demonstrating
this method with some success. Here a few notable limitations were discovered. Cells
sitting just outside of the extent to which the ber could focus, meant that recorded
images would often appear devoid of structure and lead to a low signal-to-background
ratio. Additionally, movement artifacts are, expectedly, much larger when observing a
freely moving mouse as compared to one on a treadmill. With adjustments to the microdrive, registering, and labeling and implantation protocol, it is expected that these
problems may be mitigated thereby allowing for high spatial and temporal resolution
imaging. Finally, a key criteria of the microendoscope is not met by this system, the
implant size. The GRIN lens, though benecial in wide eld imaging, remains a relatively large implant. A suggested method to replace this lens with a short length of
mulitmode ber is presented in Chapter 5.

Chapter 5
Speckle Basis Fiber Imaging
In the previous chapters, deep imaging in the brain was discussed with a strong preference placed on the criterion that the mouse be able to move around its enclosure while
being imaged. Although this is of high importance in behavioral studies, it meant that
a separate criterion was somewhat overlooked, the implant size. The graded index rod
lenses oer two main benets: (i) they can be used as chronic implants in the mice
allowing for recovery and reduction of gliosis around the implant, and (ii) they serve as
a simple image relay with little distortion to the image. However, GRIN lenses are not
without their faults, the main criticism they garner is their size. Though somewhat
tolerable, the implant results in damage to a large volume of the brain. In Chapter 1,
a number of methods were discussed wherein a multimode ber was used to overcome
this size problem. For the majority of these cases, the modes of the ber carry the
information about the image. In the reection regime phase conjugation could be performed, whereas, for uorescence imaging, where incoherent light is collected, some
form of scanning must be used [110113]. The downside of this scanning is the lowered
temporal resolution. For a 100×100 pixel image the fastest methods for scanning will
provide temporal resolutions in the range of 2 Hz [124]. Here, we are confronted with
a similar problem to that of the ber bundle in the sense that only a bit more than a
tenth of the information, whether spatial or temporal, can be recorded under the given
constraints. In this chapter a method by which compressive sampling might be used
to perform imaging through a small length of multimode ber is presented alongside
some preliminary results. This method allows for a large reduction in the number of
acquired samples and a high sampling rate, while the replacement of the GRIN lens
means that the implant remains small.

5.1

Multimode Fiber Information Transfer

5.1.1 Weakly Guiding Fibers
The capacity for MMFs to transfer information is astounding when compared to a ber
bundle of similar size. For a given wavelength, the increase in information density can
be nearly two orders of magnitude [96]. Rather than relying on separate cores, an
MMF encodes information on its spatial modes. The electric eld of these modes can
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be expressed in a separable format as

E = E⊥ (r, φ)eiβz ,

(5.1)

where z is the ber axis, β the propagation constant, and the transverse eld prole is
given by E⊥ . For a step-index ber, the mode proles and their respective propagation
constants are determined by solving the Helmholtz equation expressed in cylindrical
coordinates as [103].
 2
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Here, ber mode parameters, Ulp and Wlp are dened as Ulp = a k02 n2co − βlp
and
q
2
Wlp = a βlp
− k02 n2cl , where a is the core diameter, k0 is the vacuum wave number of
the coupled light, nco and ncl are the core and cladding refractive indices, respectively,
and l and p are the mode azimuthal and radial indices, respectively. For a standard
step-index ber the dierence in refractive index between the core and cladding is
usually small such that (nco − ncl )/ncl  1. In this case, an approximate solution for
the transverse eld in Equation 5.2 may be postulated, comprised of modes which are
linearly polarized (LP) along a single direction. Gloge gives this approximate solution
as [97],

Jl (Ulp r/a)/Jl (Ulp )
r<a
LPlp = Elp f (lφ)
(5.3)
Kl (Wlp r/a)/Kl (Wlp ) r > a
where Jl is the Bessel function of the rst kind, Kl is the modied Bessel function of the
second kind, and Elp is the eld strength at r = a. Here, f (x) is either the cosine or sine
function yielding the odd or even degenerate LP modes, respectively, for cases where
l > 0. Furthermore, since the modes may be polarized in two orthogonal directions
(namely x and y in Cartesian coordinates), a further degeneracy exists giving rise to
four orthogonal modes with the same propagation constant. An example of these four
degenerate modes for the LP11 group is given in Figure 5.1. Note that, for l = 0 the
sine function evaluates to zero and, hence, such modes have a degeneracy of two. The

Figure 5.1: Degenerate linearly polarized modes of the LP11 group which have the
same propagation constant in the weakly guiding regime.

supported mode groups of the ber and their degeneracies form an orthogonal basis. A
light eld coupled into the ber can, therefore, be expressed as a complex superposition
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of the modes, each of which propagates through the ber with a phase velocity dictated
by their respective propagation constant βlp . Values for β range from k0 ncl to k0 nco
meaning that the output eld mode decomposition is unlikely to resemble the input.
Even in the case that a single mode group is excited, cross-talk between the orthogonal
states of the group means the output would rarely be the same as the input. For this
reason, in cases where the input eld is not spatially engineered, the output intensity
pattern appears as speckle for typical MMFs. Nevertheless, though scrambled, the
number of orthogonal modes on which an MMF can simultaneously carry information
is related to its normalized frequency, V , where V 2 = W 2 + U 2 , and is approximately
equal to V 2 /2 [97]. The ber used in the experiments outlined in this chapter has a
core diameter of 50 µm and a numerical aperture of 0.22 (Thorlabs FG050UGA), which
translates into approximately 8500 supported modes.

5.1.2 Speckle Basis Endoscopy
Previous experiments with multimode bers have used speckle bases in imaging with
compressive sensing [93, 121]. Though these provided an insight into how these techniques might be used for endoscopy, both studies cited here relied on access to the distal
end of the ber for illumination or recording while also modifying the ber tip with
scattering media. Nevertheless their work showed the eectiveness of speckle bases
when used as a measurement method for compressive sampling. This is largely due to
the random nature with which speckle illuminates the sample, thereby lending itself to
sparse recovery techniques. In Chapter 2, the benet of random measurement matrices
in compressive sensing was highlighted as they satisfy the restricted isometry property
and reliably produce the Donoho-Tanner phase transition [185, 186]. For this reason,
random illumination patterns have also found their use in other compressive imaging
techniques such as spatio-spectral encoding and ghost imaging [78, 198].
At any given point in a speckle pattern the intensity can be described as a random
sample from an exponential probability distribution [199]. In practice this is not the
case due to the nite size of the detecting instrument and the presence of noise [200].
In order to determine the true intensity distribution, we measured speckle patterns
from a 14 mm length of multimode ber coupling a 532 nm laser on a CCD camera in
an 81×81 pixel grid. Using an SLM the coupling was altered so that a total of 1024
patterns were collected resulting in approximately 6.7 million point measurements of
speckle intensity. The resulting data were plotted in a histogram, see Figure 5.2. The
noise acquired by the camera when the laser was blocked was determined to follow a
Gaussian distribution. As such the speckle intensity from the ber could be modeled
by an exponentially modied Gaussian distribution (exGaussian)1 .
Using a least-squares t, we determined the analytical expression for the exGaussian
distribution in Figure 5.2. Armed with this information, random matrices, following
the probability distribution of the ber could be generated to assess the viability of
reconstructing signals of varying sparsity and at various under-sampling ratios. Similar
to the methods used in Chapter 2, random signals were generated of length N = 512.
1 An

exponentially modied Gaussian random variable, Z , arises from the sum of two random
variables, X and Y , where X is normally distributed and Y has an exponential distribution.
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Figure 5.2: Speckle intensity distribution from a multimode ber. Experimental data

shown in blue and the least-squares t for an exGaussian distribution is in red. The
exponential and Gaussian distributions comprising the exGaussian t are shown in
yellow and green respectively.
These were populated with K nonzero values of ±1 with equal probability. The locations of the nonzero values were uniformly randomly distributed in the otherwise zero
signal. The signal was then sampled with an M × N matrix which had iid elements
from the determined exGaussian distribution. For every K and M pair, 100 separate
reconstructions were performed. From these the successful reconstructions were determined to be those where the l2 -error was below a threshold of 1 × 10−4 . Results are
shown in Figure 5.3.
The phase transitions shown in Figure 5.3 are reminiscent of that for optimal incoherence calculated in Chapter 2. Though, to our knowledge, this has not yet been
shown for exponential or exGaussian distributions, this result is not unexpected as the
phase transitions for many common random matrices exhibit this attribute [186]. Furthermore, random measurement bases often do not constrain the representation basis,
as was the case for the ber bundle imaging discussed in Chapters 3 and 4. This arises
mostly due to their relatively low coherence with any
√ given representation basis. With
high probability, the coherence is approximately 2 ln N between any orthonormal
representation basis and an orthonormalized, randomly sampled measurement matrix [182]. These results are therefore very promising for compressive speckle-basis
imaging.
With their advantages in mind, purely positive speckle and noise bases have their
drawbacks when performing measurements. The rst is that the basis is inherently
nonorthogonal. This is due to the fact that all the basis vectors in a speckle intensity
basis are restricted to the positive orthant of the N -dimensional solution space. This
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Figure 5.3: Reconstruction success rate (top) and root-mean-squared error (bottom)

for random matrices distributed according the exGaussian t in Figure 5.2 over varying
under-sampling ratios and sparsity levels. Red lines give the Donoho-Tanner phase
transitions for the crosspolytope (left) and the simplex (right).

means that, though the rst few measurements in a speckle basis might give much
information about the object, subsequent measurements oer diminishing new information due to the near linear dependence of the basis vectors. To give an indication
of how this may aect measurements, the condition number of a square speckle-basis
measurement matrix may be taken. In the example used in Figure 5.3 N = 512, for
such a matrix the condition number is in the order of 5×10−5 meaning the last measurement could encode as little as 0.005% of the information given by the rst. Though
all information is benecial when performing reconstructions this becomes somewhat
problematic with the introduction of noise.
Figure 5.4 was generated by adding Poisson noise to measured vectors and reconstructing the signals using the BPDN algorithm outlined in Chapter 2. A success here
was classed as any solution where the error was below 0.1 since BPDN will give an
approximation in the presence of noise. An interesting phenomenon seems to arise
from the results presented here. It seems that more measurements appear to lower
reconstruction delity. Though counterintuitive, this could be explained from the perspective of the information and noise acquired from each new measurement. For the
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Figure 5.4: Reconstruction success rate (left) and root-mean-squared error (right) for
random matrices distributed according the exGaussian t in Figure 5.2 over varying
under-sampling ratios and sparsity levels with low level Poisson noise added to the
observation vector. Red line gives the Donoho-Tanner phase transition for the simplex
polytope.

rst few measurements the information gained is large relative to the noise. Due to the
large coherence between measurement basis vectors, subsequent measurements encode
less information while introducing as much noise as the rst. This seems to be tolerable until the added information is on the scale of the noise and extra measurements
only serve to reduce the reconstruction delity. This is further exacerbated by large
values for K which, though it does not increase the relative noise, increases the total
noise introduced by taking measurements. In spite of this, for under-sampling ratios
greater than η = 2 it appears that the reconstruction is only aected directly by the
introduced noise. The eects of the nonorthogonality of the basis vectors is only of
great concern for smaller values. For larger noise levels it is expected that this value
for η would increase.

5.2

Measurement Matrix Acquisition

For imaging and matrix acquisition a single setup was used. A 14 mm length of
Thorlabs FG050UGA MMF was mounted in a ceramic ferrule, which was brought into
the focus of a ×20 objective, O1 in Figure 5.5. The ber end-face was conjugate
with the plane of an LC-SLM (BNS 532-HSP512) such that the amplitude of the
illuminating beam remained constant for all imaging patterns. This allowed for spatial
modulation of the phase of the coupled laser without signicantly varying the power
when the modulating pattern was changed. A blazed grating was applied to the SLM
so that only the rst diracted order coupled to the ber. To select the blazed grating
oset and amplitude, the photodiode, placed at the rst order diraction peak of the
beam reected from the SLM, PD in Figure 5.5, was monitored while the values were
manually changed. This was done until a maximum diraction eciency was achieved.
Similarly, the pitch of the blazed grating in x and y was manually determined by
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Figure 5.5: Experimental setup for speckle basis imaging shown in calibration mode
with lter EmF2 removed. PMT: photomultiplier tube, EmF1 and EmF2 620 nm
lowpass emission lters, DC: dichroic mirror 568 nm transition wavelength, BS: beam
splitter, BB: beam block, PD: photodiode, O1 and O2 ×20 objective lenses, S1, S2,
and S3: 3-axis stages. TL: doublet tube lens 125 mm focal length.
maximizing the power output of the ber which could be monitored by the camera.
These values did not need high-precision as they were merely used in exciting speckle
patterns from the ber; a more rigorous method for calibrating an SLM is given in
Chapter 6 where precision is paramount.
In calibration mode, a clean cover slip was placed on the 3-axis stage, S2 in Figure 5.5, and the 620 nm low-pass lter, EmF2, was removed from the beam path. Using
a 3-axis stage S3, seen in Figure 5.5, the end face of the ber was brought into focus
on the CCD. The objective, O2, was then moved approximately 20 µm along the beam
axis away from the ber tip. This focal plane is the imaging plane and therefore the
plane at which calibration takes place. The magnication of the lower microscope in
Figure 5.5 comprised of the ×20 objective, O2, and tube lens, TL, was approximately
13.9. This was adjusted such that the image of the ber core on the camera would
roughly span 128 × 128 pixels which dictated the value of N .
In order to acquire the measurement matrix, a set of orthogonal phase patterns
to couple to the ber were chosen and applied to the SLM as a superposition to the
blazed grating. These were generated from the M × M Hadamard transform matrix,
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√
√
by rst reshaping the rows into M × M images then resizing each image using
nearest-neighbor interpolation to t the SLM dimensions of 512 × 512. Though this
oered a set of phase masks which, by virtue of their orthogonality at the ber input,
would give unique speckle patterns at the ber output, it did limit the experiment to
values of M which were both a perfect square and for which a Hadamard transform
existed2 . Nevertheless, setting M to 1024 fullled these requirements while giving an
under-sampling ratio of η = 11.7, yielding the order of magnitude increase in temporal
resolution as desired. With the parameters, set the measurement matrix, Ψ, can be
acquired. To do this the beam was rst directed by the SLM into the beam block (BB
in Figure 5.5) and 100 images were taken and averaged to determine the background.
The basis vectors are formed by sequentially applying the Hadamard phase patterns
and recording the intensity on the CCD. Where the Hadamard pattern was 1, the phase
applied on the SLM corresponded to a phase shift of approximately π and where -1
no phase shift was applied. Each intensity image then underwent background removal
and was vectorized to form the rows of Ψ as shown in Figure 5.6.

Figure 5.6: Principle of formation of the measurement matrix, Ψ. Three example

phase pattern inputs where white corresponds to a π phase shift and black to zero.
Three example output speckle patterns which are vectorized to form the rows of Ψ as
shown.

A downside to using a random basis in compressive sensing is that sparse methods
for matrix manipulation are rarely of any use. Though these sparse methods were
indispensable for computational eciency in Chapters 3 and 4, where a ber-bundlebasis was used, the speckle basis matrix is in fact dense. For this reason, large random
matrices are seldom stored for compressive sensing but rather the seeds3 which generate
them are [201]. This is unfortunately not possible in this case and the data must be fully
recorded in memory. However, to increase computational eciency in reconstruction,
it is possible to orthonormalize the acquired Ψ matrix. For large matrices, this is
incredibly computationally costly. However, it need only be done once during matrix
2 The

of 2.

Hadamard transform only exists in dimensions D for which D, D/12, or D/20 are powers

3 Random

number generators often use a single "seed" number (usually related to the machine
clock) and a chaotic function to generate random matrices or numbers.
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acquisition and can serve to dramatically improve convergence time and accuracy in
reconstructions. For the moderately sized matrix acquired here (1, 024 × 16, 384),
orthonormalization was the clear choice. A Gram-Schmidt process was applied to each
of the matrix rows, ψk for k ∈ [1, M ], sequentially as follows
(new)

ψk

(orth)

=

ψk

(orth)

||ψk

||2

,

where

(orth)

ψk

= ψk −

k−1
X
(new)
hψj
|ψk i.

(5.4)

j=1
(new)

The resulting matrix is constructed from the rows, ψk
. This new matrix, though
computationally manageable, has dierent basis vectors from the measured Ψ and as
such no longer represents imaging of a sample in the original speckle basis. To remedy
this, an M × M lower-triangular correction matrix, C , is constructed during the GramSchmidt computation and stored alongside Ψ(new) . This matrix bijectively maps the
basis vectors of Ψ onto Ψ(new) and is used to dene the optimization problem

x̃ = argmin||x̂||1

s.t.

Ax̂ = ŷ,

(5.5)

x̂

where A = Ψ(new) Φ† , x̂ = Φx, and ŷ = Cy for a measured data vector y .

5.3

Fiber Imaging

To test the imaging capability of this system, 2 µm red uorescent polystyrene beads
were dried onto a cover slip using a similar method to that outlined in Chapter 4.
The cover slip was then placed on stage S2, see Figure 5.5, and the beads brought
into the focus of objective O2. This plane was the same as that at which calibration
was performed and served as the imaging plane for both the ber and the inverted
microscope. To acquire a reference image of the sample, the emission lter, EmF2,
was placed in the beam path to block the excitation laser. A series of 100 random
phase masks was then generated and superimposed onto the blazed grating on the
SLM in sequence. For each mask, an image was taken with the CCD and the images
were averaged. These random masks served to eectively suppress the nonuniform
illumination from the ber speckle in the same way a rotating diuser might. The
low-pass lter, EmF2, is normally used to block reected excitation beams. In this
case, however, even small fractions of the direct beam's power passing through the
lter heavily contaminated the image. To account for this, a background image was
taken using the same method of 100 random masks over an area of the cover slip with
no beads. The dierence of the two images gave the uorescence reference image.
Before acquiring a uorescence signal through the ber, a background vector was
recoded by imaging an empty region on the cover slip held on stage S2 in Figure 5.5.
Three signals were simultaneously recorded at a rate of 1 kHz: the voltage from the
photomultiplier tube (PMT), the photodiode (PD) voltage, and a clock signal from
the SLM. The laser was deected towards the beam block and recording started. After
an interval of approximately 10 seconds, during which time the PMT oset voltage
was recoded, the Hadamard phase patterns were sequentially applied to the SLM. An
example recording is shown in Figure 5.7.
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Figure 5.7: Raw image recording method example. Baseline recording is shown before

14.31 s at which point image recording begins. Transients in both the photodiode and
the PMT signals can be observed at every SLM pattern change marked by the clock
signal.
To generate the y vector, the PMT and PD signals were both averaged over a
∼25 ms dwell time for each of the 1024 patterns. A mask was applied to the data,
discarding the transients caused by the switching of the SLM. These transients can be
seen as the PMT peaks in Figure 5.7. The mask removed 12 ms of data directly after
each clock signal and 4 ms directly before. Between these sections, the middle 25 ms
of data was averaged and the background, which was recorded in the rst 10 second
interval, subtracted. The same masking and averaging methods were applied to the PD
voltage and were used to normalize the PMT data so that input laser uctuations may
be accounted for. As the variation in PD signal within a single SLM pattern seemed
to be somewhat larger than the variation between patterns, this step served mostly
to track slow changes in laser power over the course of about a minute. Once the
background was subtracted, the mask and averaging applied, and the data normalized,
the result was inverted and stored in a vector, y , for reconstruction.
Figure 5.8 shows a sample reconstruction of two clusters of uorescent beads. These
were generated by using a two-level order 5 Daubechies wavelet transform as a representation basis. Though the beads are also sparse in the point domain, using such a highly
localized representation basis resulted in features appearing in the reconstruction which
were not present in the reference image. A downside to using a representation basis
was the use of nonnegative constraints on the solution was no longer possible. This
was simply because, though x might be nonnegative, x̂, to which the constraints apply,
is not guaranteed to be. The original reconstruction shown in Figure 5.8(c) seemed
somewhat erroneous in its representation of the beads and a few large artifacts can be
observed at the edges of the ber. It was reasoned that, though the values of vector y
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Figure 5.8: Image of 2 µm uorescent beads reconstructed through the ber. (a)

Processed y vector containing the image data. (b) Inverted epiuorescent microscope
image of the bead sample. (c) Unweighted reconstruction of beads in 2-level 5thorder Daubechies basis. (b) Illumination of object space used to approximate coupling
eciency. (e) Same reconstruction weighted by estimated coupling eciency. Scale
bars are 10 µm.
are meant to give the inner product of the rows of Ψ with the object, in practice not all
the light from the uorescence couples equally to the ber. This is somewhat indicated
by the slow decrease of values in y , shown in Figure 5.8(a), as the spatial frequency of
the phase patterns increased. It is assumed that this increase in spatial frequency was
likely to more preferentially excite higher modes of the ber and, in turn, was less likely
to couple back to the ber after exciting the beads. A map of the coupling eciency
was estimated by summing the basis vectors of Ψ which gave the total illumination
prole over the object space, see Figure 5.8(d). The illumination prole was assumed
to match the coupling prole and was used as reconstruction weights. The higher
weights near the center of the ber would incur a greater l1 penalty, compensating for
the stronger coupling of features there. The reconstruction with the weights applied is
shown in Figure 5.8(e). Since these weights are applied to x̂ when in reality they aect
x directly, it would not be possible to use such a technique with any representation
basis, Φ. In this case, the relatively local wavelet transform was used and, as such, the
weights could be directly applied to give a better transform. For the general case more
complex algorithms must be used.

5.4

Application in Endoscopy

When speckle basis compressive imaging is discussed with reference to endoscopy there
is a clear aw: the ber cannot be bent. Bending the MMF would render the speckle
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patterns unknown and the reconstruction impossible. While this is true, it may be
possible to construct an endoscope where a short MMF section remains stationary
and speckle is excited by butt-coupling a single-mode ber bundle. A ber bundle
with single-mode cores would be impervious to bending as mode mixing cannot occur
within each of its cores and, by coupling to each core sequentially, dierent speckle
patterns may be formed at the distal end of the MMF. At wavelengths for uorescence
excitation (typically 488 and 532 nm), however, even bundles with the lowest values
for V carry a few modes, as is illustrated in Figure 5.9.

Figure 5.9: Example of inter-core cross talk and excitation of multiple modes in ber

bundle cores. The excitation laser wavelength is 488 nm.

Correlations between speckle patterns excited through a scatting medium at the end
of a bending ber bundle have previously been investigated [121]. Jang et al. measured
high correlations, of above 0.8, between speckle patterns generated from a straight ber
and from those generated from the ber during bending. It remains unclear, however,
if this correlation would be sucient for imaging.

5.5

Conclusion

In this chapter a method for uorescence endoscopic imaging was outlined which exploited the high information bandwidth of multimode bers. The use of an MMF is
twofold as it oers the potential for high spatial resolution, while also decreasing the
impact on a test animal when used in endoscopy. The speckle naturally generated by
the ber was shown to provide a viable basis in which to perform measurements for
compressive sensing. This was veried by generating the same phase transition plot
which arises from perfectly incoherent basis pairs and random matrices that have been
proven to satisfy the RIP. The method was then experimentally tested with samples of
2 µm uorescent beads with some success. Though not used to its full potential here,
the compressive sensing techniques detailed allow for the collection of signicantly fewer
samples and, therefore, an increase in temporal resolution. Here, samples were imaged
in approximately 40 s. With the use of a DMD in place of an LC-SLM a similarly
sized sample could be imaged at a theoretical rate greater than 20 Hz. Alternatively,
the reconstruction delity of the technique could be directly traded for faster imaging.
With this in mind some clear limitations of this technique must be addressed before it
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can be used for endoscopy. The problem with ber bending has been discussed with
the suggestion of some solutions. However, a subtler problem is that it is dicult to
select an imaging plane with this technique and, as such, its performance in neuronal
imaging, where the objects are not at, is unclear. Nevertheless the imaging technique
has benets and with further development may nd its use in biological imaging.

Chapter 6
Mode Selection in Tapered Fibers1
In Chapter 1 many techniques were discussed in which spatial phase and amplitude
modulation was adopted to control the output intensity from an MMF for imaging,
where it is argued the small cross-sectional area of the ber implant minimizes tissue
damage. During the work towards our microendoscope design, detailed in previous
chapters, such procedures were considered and partially developed. However, as the
priority lay predominantly with acquisition speed and freedom of the mouse to move
while being imaged, these procedures were not implemented. Some of these methods,
namely mode selection and decomposition, have, however, found their use in other
projects. This chapter outlines the work towards selectively exciting nanober modes
and studying their interactions with 87 Rb atoms in a magneto-optical trap surrounding
the ONF.

6.1

Motivation and Background

What follows, in this section, is a brief motivation behind the use of nanobers and
higher order modes2 (HOM) in cold atom experiments. The interested reader might refer to the PhD thesis of T. Nieddu where a more in depth discussion may be found [203].
ONFs have recently found their use in cold atom and quantum experiments as they
boast a number of practical advantages when studying light-matter interactions [204,
205]. The primary advantage comes from the evanescent eld of their guided modes,
which reaches beyond the physical radius of the ber and allows for interaction with
surrounding media [206208]. Furthermore, the tight connement of the eld over the
length of the ber waist, gives ONFs an advantage over free-space beams in which
the connement of the beam is restricted to the Rayleigh range [204]. Additionally,
absorption and emission from atoms surrounding the ONF can be monitored directly
through the ber [209]. This enables simple integration into optical setups with the
attractive future potential for quantum networks. Tailoring an ONF to guide HOMs
oers further possibilities in manipulation and atomic probing over their a single-mode
ONF counterparts [209213]. Aside from the further extension of the evanescent eld
1 This

chapter was reproduced in part from the proceedings found in [202].
modes with an azimuthal index greater than zero or a radial index greater than one, i.e.,
any propagating mode in a ber which is not the fundamental mode.
2 Fiber
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into the surrounding medium, the spatially varying eld of HOMs have many reported
uses. These range from exciting quadrapole allowed transitions in atoms [208], to
tractor beams acting on particles in the evanescent eld [214], to their use in the
formation of optical lattices for multiple trapping sites [215, 216]. HOMs have also
been reported for possible superchirality experiments and OAM transfer to cold atoms
or micron-sized particles [207, 217]. The ultimate goal of the experiments outlined here
was to selectively excite modes in a HOM-ONF to transfer OAM from light to 87 Rb
atoms. This would then allow for the development of a waveguide mediated method
for encoding quantum information in a cold atomic system.

6.1.1 Preliminary Experiments3
The ONF used in the experiments was made by tapering a Fibercore SM1250(9/80)
section of ber. This was done by stripping approximately 20 cm of the acrylic jacket
from the central section of the ber and placing it on a motorized stage for drawing [218]. The exposed ber was brushed with an oxy-hydrogen ame, which softened
the glass while it was drawn. The drawing rate was controlled to ensure the taper was
adiabatic [219]. This gradual change in diameter from the pigtail, at 80 µm, to the,
sub-micrometer, waist, minimizes mode beating and, hence, power loss. To control the
waist diameter the drawing parameters were preset. These were determined by coupling 780 nm light to the LP11 mode group using an SLM and paddles and observing a
transmission drop as the ber becomes too thin to support the full group. The drawing
was then set to terminate just before this drop occurred and a new ber was tapered.
Calibration bers were also imaged under a scanning electron microscope to verify
their diameters before the ber used in experiments was made. After tapering the nal
ber, the waist region was estimated to be 700 nm with denitive bounds of 664 and
774 nm. This is known as the ber was observed to support only the fundamental
mode at 1064 nm and up to the LP11 mode group at 780 nm. It is assumed that the
ber is closer to the stated lower bound as electron microscopy images of other bers
formed by the same method conrm this. Nearer to the lower bound, the excitation of
OAM is reported to be more ecient [207]. The length of the waist after tapering was
approximately 2 mm.
The ber was mounted in an ultrahigh vacuum chamber where the pressure was
pumped down to the range of 10−12 bar. For formation of the MOT, rubidium dispensers were heated releasing atoms into the chamber. Three orthogonal, circularly
polarized, cooling beams were trained on the ber waist. Each beam then exited the
chamber, passed through a quarter-wave plate (QWP), was reected back through
the QWP, and counter-propagated back onto the waist with the opposing circular polarization. These three counter-propagating beams are red detuned from the atomic
transition we address in the 87 Rb atoms. As such, they form an optical molasses by
means of Doppler cooling [220]. Magnetic coils were placed above and below the chamber in an anti-Helmholtz conguration to create an inhomogeneous magnetic eld. Due
to the selection rules associated with dipole transitions, this eld serves to conne the
3 The

experiments outlined in this section were performed by T. Nieddu and are included for
context. My work was concerned with selecting modes in an ONF and are detailed from Section 6.2
onwards.
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optical molasses in a MOT [220]. The atom cloud could then be positioned over the
ber waist by introducing bias elds from secondary magnetic coils and repositioning
the cooling lasers. This setup is summarized in Figure 6.1. The transition addressed
by the cooling beams is from the 5S1/2 F = 2 to the 5P3/2 F' = 3, specically. Though
the majority of the transitions happen between these targeted levels occasionally atoms
will be excited to the 5P3/2 F' = 2 hyperne level. A proportion of these will decay
to 5S1/2 F = 1 and become unexcitable by the cooling lasers. This quickly resulted
in the loss of atoms from the MOT. To remedy this, a repump beam addressing the
transition from 5S1/2 F = 1 to 5P3/2 F' = 2 was copropagated with the cooling beams.
These beams each had a power of 1mW, one tenth the power of the cooling lasers.

Figure 6.1: Schematic of a magneto-optical trap where σ + and σ − represent right

and left-handed circularly polarized cooling beams, respectively. The coils show the
direction of conventional current. Bias coils for positioning the atom cloud are not
shown.
For early experiments, a probe beam was coupled to the ber after spatial modulation by an LC-SLM. Modes were selected by generating Laguerre-Gauss (LG) beam
proles in free-space which have a strong spatial correlation with the ber modes, especially for low order modes [221]. The output mode of the ber was monitored on
a camera and determined with the use of a rotating linear polarizer. Paddles at the
input of the ber were used to apply stresses until a likeness to a desired mode was
generated at the output. Absorption by the atoms, with the measured output mode,
was recorded by a single photon counting module (SPCM) and taken as a ratio to the
absorption recorded under the condition that only the fundamental mode was excited.
It is expected that the dierent modes in the LP11 mode group would have dierent
atom absorption proles as their interaction cross-sections all dier. Simulations of
these absorption proles, for HOMs and pairs of HOMs in a 700 nm ber were correlated with the measured absorption for observed output modes at the distal end of
the ber. This gave a positive correlation leading to the assumption that the modes
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at the waist were likely to be well represented by the modes at the output. To test
this, however, two main modcations were necessary: (i) a reliable way to demultiplex the ber output beam and (ii) a method by which we can systematically select a
specic output mode or mode combination. These modications are discussed in the
subsequent sections with reference to their use in two potential experiments: (i) the
change in modal composition of the output beam when a atom cloud is created around
the ber waist, and (ii) the correlation between the output mode and the expected
absorption from atoms at the ber waist.

6.2

Theoretical Mode Demultiplexing

During tapering, the original core of the ber essentially disappears making the former
cladding the new core and the surrounding medium the cladding. When mounted in
the vacuum chamber, the refractive index dierence between the core and the cladding
of the ONF is not small enough to justify the weakly guiding approximation discussed
in Chapter 5. The LP11 group is therefore not degenerate as the vector modes TE01 ,
TM01 , and HE21 have suciently dierent propagation constants. As such, to form a
complete description of the ber, we use the vector mode basis. In doing so, we split
the hybrid modes HE11 into HE11,e and HE11,o , corresponding to vertical and horizontal
polarization of the fundamental mode, respectively, and the HE21 mode into HE21,o ,
and HE21,e . These six modes provide the orthogonal basis vectors which can be used
to describe any guided eld at the waist of the ber. The guided vector modes are
displayed in Figure 6.2.

Figure 6.2: Vector modes of the ber which become nondegenerate in the strongly

guiding regime at the waist. Lengths of the lines give the amplitude of the eld and
the direction gives the local polarization.
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To determine the eld for decomposition we use o axis holography in a method
similar to the one outlined by Fatemi and Beadie [222]. The interference pattern, Itot ,
for a given polarization can be expressed as follows,

Itot = |Esig + Eref |2
†
= Isig + Iref + 2Re[Esig
Eref ]

⇒ Itot − Isig − Iref =

†
2Re[Esig
Eref ],

(6.1)
(6.2)

where subscripts sig and ref refer to the signal and reference beam, respectively, and
†
Esig
is the conjugate of the signal eld. Using a camera to measure the intensity
patterns in Itot , Isig , and Iref , the product of the signal and reference elds can be
determined as outlined in Equation 6.2. Assuming the reference has a at phase front,
we can express Eref as a product of the amplitude, Aref , and a linear phase ramp
dictated by the tilt of the reference beam in relation to the signal, ktilt . Taking the
Fourier transform of Equation 6.2 gives
†
F{2Re[Esig
Aref eiktilt .r ]} = g † (k − ktilt ) + g(k + ktilt ),

(6.3)

†
where g(k) = F{Esig
Aref }. To determine the signal eld, it is now a case of applying
a digital lter to remove the unwanted term in the Fourier transform and performing
the inverse transform before dividing by the reference eld. Since the reference eld is
unknown it is constructed from Iref and ktilt to determine the signal eld as follows,
†
Esig
Eref = F −1 {g(k + ktilt )}

⇒ Esig =

F −1 {g(k + ktilt )}†
p
.
Iref eiktilt .r

(6.4)
(6.5)

The term remaining after Fourier ltering must correspond to the physical angle between the reference and the signal beam, meaning that the sign of the ktilt vector must
be correctly chosen. If not, Fourier ltering produces a resultant eld which will be the
conjugate of the true output eld. Whereas this is important for mode selection, as it
plays a key role in the ONF transmission matrix inversion, it should have little eect
on mode dependent absorption experiments. The process for eld retrieval is outlined
in Figure 6.3.
The determined signal eld, however, is not expected to be an exact super position
of the vector modes of the ber. The reason for this is quite simply because the eld is
not measured in the ber, rather it is measured in free-space. Laguerre-Gaussian modes
approximate LP ber modes with incredibly high delity where correlation integrals
between the LPl(p+1) mode and the LGpl are in excess of 0.99 for low order modes [221].
Hence, it is expected that the ber modes will have a nearly direct mapping onto the
LG modes in free-space and the output eld at the camera can therefore be decomposed
as a superposition of these modes. When the output eld is measured, however, it is
not represented in the mode basis, but rather it can be thought of as in the pixel
basis of the camera which recorded the intensity patterns. In order to form a mapping
between these bases we require output mode basis vectors expressed in the pixel basis.
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Figure 6.3: Principle behind demultiplexing the output eld. Isig and Iref are sub-

tracted from Itot before Fourier transforming and element-wise multiplication by a
binary mask. The amplitude and phase are shown separately in the Fourier transform.
After performing the inverse Fourier transform and dividing by the reference eld, the
example vector eld here is decomposed into a complex superposition of pure modes.
In vector eld plots, the ellipse size gives the relative eld strength and the ellipticity indicates the polarization. Blue and red signify right and left handed elliptical
polarization respectively.

We construct these basis vectors from LG modes which are described by


LPl(p+1) ≈ LGpl (r, φ) = Npl

2r2
w02

 |l|2

L|l|
p



2r2
w02



2

− r 2 −ilφ
w0

e

e

,

(6.6)

|l|

where Npl is a normalization constant, Lp is the generalized Laguerre polynomial, and
w0 is the beam waist size in the paraxial approximation. Since we are only concerned
with LP01 and LP11 modes, Equation 6.6 may be simplied to
2

r
l − w02 −ilφ

LPl1 ≈ LG0l (r, φ) = Mpl r e

e

,

where

Mpl = 2Npl /w02 .

(6.7)

Knowing this, the polarization proles corresponding to the vector modes of the ber
can be expressed as superpositions of the even and odd functions comprising the LG
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modes as follows:

HE11,e
HE11,o
T E01
T M01
HE21,o
HE21,e

= Im[LG00 ]x̂ + Re[LG00 ]ŷ
= Re[LG00 ]x̂ + Im[LG00 ]ŷ
= Im[LG01 ]x̂ − Re[LG01 ]ŷ
= Re[LG01 ]x̂ + Im[LG01 ]ŷ
= Im[LG01 ]x̂ + Re[LG01 ]ŷ
= −Re[LG01 ]x̂ + Im[LG01 ]ŷ

(6.8)

For a ber axis along the z -direction, x̂ and ŷ are unit vectors along the horizontal, x,
and vertical, y , polarization axes. The beam waist size, w0 , can be empirically t to
the size of the beam focused on the camera. Now, with a mathematical description,
the expected modes can be drawn over an n×n pixel square corresponding to a camera
sub-region for each of the modes in each of the polarizations as seen in Figure 6.4.

Figure 6.4: Generation of the theoretically ideal LG modes for the waist size and
position of the beam. Each of the six modes, split into horizontal, H, and vertical, V,
polarizations, forms a separate column of the A matrix.

The mapping required can be formed by vectorizing the expected images to form
the columns of the 2n2 ×6 matrix, A. Similarly the output eld is vectorized into a
column vector, b, of length 2n2 . The modal composition, m, is then found by solving the
overdetermined system of equations Am = b, which is done using the Moore-Penrose
pseudo-inverse as this method is robust in the presence of noise and distributes the
error evenly across all 6 coecients [178]. Hence, m is determined from

m = (A† A)−1 A† b.

(6.9)

The modal composition vector, m, gives the relative amplitude of each mode and
the global phase between modes. The relative power in each mode can be found by
normalizing the vector then taking the square of the magnitude. Finally, to characterize
the ber entirely, the input mode can be cycled through all six modes given above, by
generating the required input proles with an SLM. Solving Equation 6.9 for the six
output eld proles, bk for k ∈ {1, 2, 3, 4, 5, 6}, corresponding to the dierent input
elds, gives the columns, mk , of the transmission matrix, M . This matrix maps each
input mode to a superposition of output modes and, by inversion, can be used to
selectively excite a chosen mode at the output of the ber.
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6.3

Experimental Setup

4

A probe laser of approximately 100 pW was coupled into the shaping optics through
a polarization-maintaining ber. A half-wave plate (HWP1), see Figure 6.5, was used

Figure 6.5: HOM-ONF experimental setup. Here, C1-7 are ber couplers, BS are non-

polarizing beam splitters, M1-9 are dielectric mirrors, HWP1-5 are half-wave plates,
BD1-3 are beam displacers, DSM is a D-shaped mirror, QWP is a quarter-wave plate,
PCL1-2 are plano-convex lenses, DM1-2 are dichroic mirrors, BB are beam blocks, and
SPCM is a single photon counting module. The input and output cameras are labeled
as such with the sensitive sCMOS to collect low power signals at the output. Not
pictured are the cooling and repump beams which are seen in Figure 6.1.
4 The

setup building and development was collaborative eort however the majority of my work
was focused on automation and data acquisition. For a complete review of the experimental methods
used the reader is directed to the PhD thesis of T. Nieddu [203].
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to adjust the polarization to 45◦ . The orientation of this wave plate allows us to tune
the power ratio between the beams on the right and left side of the LC-SLM. The
beam was reected o the edge of a D-mirror, and through a beam displacer (BD1)
where, through birefringence, it separated into two beams with either purely vertical or
purely horizontal polarization. The horizontally polarized beam, alone, passed through
a half-wave plate (HWP2) converting it to vertical polarization so that the SLM may
impart a spatial phase to the incident light. The beam which was already vertically
polarized after the beam displacer traveled to the SLM without further modication.
The SLM phase mask was generated separately for the right and the left side, thereby
independently modifying the spatial phase proles of the two polarizations. A vertical
blazed grating was applied to the right and left sides of the SLM to separate the rst
order diracted beams. The SLM was physically tilted so that these beams would
follow the input path through HWP2 and BD1 in reverse, for beam recombination, but
pass over the edge of the D-mirror. This allowed for the generation of a beam with
an arbitrary spatial phase and polarization prole. After traversing a relay telescope,
the shaped beam was split with a 90-10 nonpolarizing beam splitter (90:10 BS), see
Figure 6.5. The high power output of the BS was focused onto a CMOS camera
after being split into its polarization components by a second beam displacer (BD2).
The imaging plane of the camera was Fourier to the SLM plane. The low power
output of the BS was coupled into the tapered ber through an aspheric coupling
lens (C5, f = 11 mm). The input facet of the ber was, therefore, also Fourier to
the SLM and conjugate with the camera. In this way, the input prole for the ber
could be monitored on the camera. This camera additionally allowed for experimental
verication of the demultiplexing methods to be used at the output. The complete
setup is illustrated in Figure 6.5
For assessing the output from the ber the beam was rst collimated with an
aspheric lens (C6, f = 11 mm), see Figure 6.5. The collimated beam was then split
into its polarization components with a beam displacer (BD3) before impinging on
an actively cooled sCMOS camera (Zyla 4.2). A reference beam from a single-mode
ber was collimated (C7) and reected by a 70-30 beam splitter (70:30 BS) towards the
camera. This was done at a slight angle to the ber output beam for o-axis holography.
An electrically triggered shutter (Sh) was placed in the path of the reference beam so
as to control its presence in the image. Whereas the output camera was software
triggered the input camera required an electrical trigger. This was provided by a
computer-controlled digital output line of a DAQ (NI USB-6212) which was amplied
with a single transistor amplier. Finally, to control the presence of the atoms around
the ber, an acousto-optical modulator (AOM), which was used to detune and direct
the repump beam through an iris, was turned o and on by a second 5V digital signal
from the DAQ. As such the atom cloud may be dispersed without the need to turn
o the anti-Helmholtz coils and disrupt the thermal equilibrium of the system. This
was a crucial modication to the experimental setup, as earlier methods controlled the
presence of the atom cloud by turning o the coils which, through the Joule eect, have
a signicant inuence over the temperature of the chamber. This, in turn, dramatically
aects the transmission response of the ber, as shown in Figure 6.6. To prevent overheating and potential breakage of the ONF, cooling fans were used. Along with all the
mechanical components, such as the shutters, these fans were mounted so that they
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Figure 6.6: Evolution of the normalized output intensity prole of the ber as the

chamber heated over 1 hour due to the anti-Helmholtz coils being on. In spite of the
vacuum insulation around the ber, enough thermal contact exists to have a signicant
eect on the mode propagation.
have no mechanical coupling with the optical table, as the ONF was observed to be
very prone to vibrations.
At this point the setup required human intervention only when the atom density
needed to be changed. All other experimental steps could be controlled remotely from
a single computer. This automation scheme was of great importance to the project as
we have noted that the presence of people near the equipment, whether due to heat
generation, movement, or other factors, had a detrimental eect on the stability of the
sensitive measurements.

6.4

Experimental Mode Demultiplexing

For experimental beam control and demultiplexing, many parameters were rst optimized with respect to the SLM, ber coupling, camera segmentation, and data acquisition timing, and these are outlined below. Section 6.4.1 describes optimization,
which is performed once for the entirety of this project. In Section 6.4.2 calibration
measurements taken once the system has warmed up is outlined. The temperature was
allowed four hours to equilibrate and we found many of the parameters do not change
signicantly over the course of a few days. In spite of this, measurements are taken to
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ensure correct alignment and correction factors are applied. Finally, Section 6.4.3 outlines the process for acquisition of several matrices in succession. This is very similar
to the theoretical demultiplexing described in Section 6.2.

6.4.1 Input Beam Control
SLM calibration
The SLM used (BNS H512-1064) is optimized for use with a 1064 nm laser. The probe
beam shaped by the SLM is of signicantly shorter wavelength at 780 nm. As such,
a correction must be applied to the SLM. Most LC-SLMs have a grounded layer of
ITO5 on their surface. A CMOS array behind a reective surface locally produces an
electric eld when a voltage between 0 and 5 V is applied to any given pixel. This
causes the liquid crystal, which is sandwiched between the ITO and CMOS chip, to
locally align itself with the eld in proportion to the eld strength. Since the crystal
is birefringent, the optical path, of appropriately polarized light traversing the crystal,
changes with increasing eld. The voltage applied to any given pixel of the SLM is
quantized into 256 levels represented by an uint8 number. An ideal LC-SLM would
provide a 2π sweep from 0 to 255 with the relationship between the number and the
phase scaling linearly. This is unlikely to be the case here as the SLM used is not
designed for 780 nm. As such, the rst task was to search for a shallow-gradient linear
region of the SLM's phase response curve which gives a 2π sweep at 780 nm. The
shallow gradient is preferable as a ner quantization means that more precise control

Figure 6.7: Finding the optimal amplitude and oset for the SLM used at 780 nm.
These values were assessed to be 32 and 52 respectively
5 Indium

tin oxide is a transparent conductive material commonly used in electronics and liquid
crystal displays.
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of the phase can be achieved.
To perform the correction, the ONF was removed from C5 in Figure 6.5 and replaced
with a single-mode ber. One end of the ber was connected to a photodiode, which
output a voltage to the DAQ. A blazed grating was written to the SLM and the
alignment adjusted by hand so that the rst order beam from the SLM coupled into
the ber eciently. Here, the SMF simply acts as a pinhole. The alignment need not
be perfect as long as enough power couples to the SMF. The blazed grating then sweeps
through 8-bit oset and amplitude values where the zero-phase point is at the oset
and the maximum extent of the 2π sweep is the oset+amplitude. At each step, the
power is measured as shown in Figure 6.7. The indices at which the maximum occurs
are used for the rest of the experiments with this SLM. These indices correspond to an
approximately linear region of the SLM's phase response curve which covers 2π at the
desired wavelength.

Mode generation
Once the amplitude and the oset optimization are complete, cylindrical vector beams
(CVB) are made that mimic the ber modes as dened in Equation set 6.8. This is
done by applying a right- or left-handed helical phase to the vertically and horizontally
polarized beams as necessary. The center of the left and right phase masks are roughly
aligned with the center of each of the beams on the SLM. For each side of the SLM
the phase mask, P h,v , is expressed as


  
Y
h,v
h,v
h,v
h,v
h,v
h,v
,1
+ o, (6.10)
P = a mod xt X − xc + yt Y − yc + v arctan
X
where a and o are the amplitude and oset measured for the SLM at the given wavelength, xt and yt are the phase ramps which dene the blazed grating, xc and yc dene
the center of the beams on the SLM, and v is the topological charge of the beams.
The superscripts h and v denote the left and right sides of the SLM which control the
horizontally and vertically polarized beams, respectively. The values xt , xc , yt , and yc
are initially determined by observation and subsequently optimized computationally
as described in Section 6.4.2.
In order to generate CVBs expressed in Equation set 6.8 it is possible to simply
apply the phase proles determined above onto the beams. However, as some of these
proles have zero amplitude, namely Im[LG00 ], doing this would result in the neglect
of half the input beam, giving a signicant reduction in what is already a very low
power. The introduction of the QWP, seen in Figure 6.5, allows for the use of both
beams in the generation of all six modes. Using the Jones matrix for a QWP it can be
shown that any of the modes, Ek for k ∈ {1, 2, 3, 4, 5, 6}, can be constructed by




LG0vhk
1 1 −i
,
Ek =
π
LG0vvk e−i 2 ei∆φk
2 −i 1

(6.11)

where two phase shifts have been introduced to the vertically polarized side of the
SLM. The rst, a shift by -π /2, is constant and simply gives the optical path dierence
between the left and the right beams as necessary for the correct modes to be created.
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The second shift, ∆φk , is dependent on the selected mode. With the appropriate
selection of vhk , vvk , and ∆φk the solutions to Equation 6.11 are given by Equation
set 6.8. Table 6.1 summarizes the parameters required to produce the desired beams.

Table 6.1: Topological charge and phase dierence combinations used in the SLM
phase masks to produce the desired cylindrical vector beams

Ek
HE11,e

vhk
0

vvk
0

∆φk
0

HE11,o

0

0

π

TE01

1

-1

0

TM01

1

-1

π

HE21,o

-1

1

0

HE21,e

-1

1

π

Assuming the eld on the SLM is Gaussian in amplitude with a at phase front,
putting the vhk and vvk values into Equation 6.10 provides the phase mask needed for
each of the two sides of the SLM. The addition of the piston correction, ∆φk , to the
vertically polarized side gives the desired beam proles in a plane Fourier to the SLM
and, hence, at the input camera and ONF. Once created, the modes were validated
using a rotating polarizer placed before BD2 in Figure 6.5. The direction of rotation
of the lobes at the input camera conrmed that the correct modes were being formed.

6.4.2 Calibration Measurements
Tilt and center optimization
So far as yet, the alignment was performed approximately by monitoring the power
output of the ONF. For this experiment we wish to couple as directly to the selected
vector mode as possible as this would reduce power losses during the down taper due
to modal ltering. It is, therefore, necessary that the free space mode resemble the
chosen vector mode to be excited as closely as possible. Hence, proper alignment of
the beam with the core is imperative.
In addressing the alignment a total eight parameters are optimized, the four values
listed above (xt , xc , yt , and yc ) for each side of the SLM. During optimization each side
is addressed separately by setting the tilt on the other side of the SLM to zero. The
optimization is then done for the pair of tilts xt and yt simultaneously before moving
on to the centers. In both cases this was done by performing a gradient optimization
for the pair. A photodiode was connected to an input channel on the DAQ and placed
in the path of the beam after DM2 in Figure 6.5. The power gradient with respect to
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the pair of parameters xq and yq where q ∈ {t, c} was approximated by the rst order
central dierence for both xq and yq . This was done by incrementing the parameters
as described in Equation 6.12 and averaging the power output from the ONF over 100
PD samples. The power gradient, ∆P , for a given set of parameters was calculated as
follows


1 P (xq + ∆q , yq ) − P (xq − ∆q , yq )
,
(6.12)
∆P (xq , yq ) =
2∆q P (xq , yq + ∆q ) − P (xq , yq − ∆q )
where P (x, y) is the mean PD voltage reading when the tested variables are at x and
y , and ∆q is a preset interval for the tested variable pair. From testing the setup we
found a ∆t of 156 pm/pixel and ∆c of 3 pixels gave accurate readings of the power
gradients. To perform the optimization, a gradient ascent is used to nd the best tilt.
Once complete a topological charge of 2 is placed on the beam as the ber cannot
support such modes and a gradient descent is performed to nd the optimal center.
The optimization protocol is outlined by Equation 6.13 and changes only in the sign
applied to the gradient between the tilt (+) and the center (−) optimization:

 

xq (k + 1)
xq (k)
=
± γq ∆P (xq (k), yq (k)),
(6.13)
yq (k + 1)
yq (k)
where k is the iteration number and γq is the step size, which was approximated
experimentally. The convergence criteria were met when the dierence between the
parameter values for consecutive iterations fell below a threshold for both x and y . This
threshold determined the accuracy of the optimization and was set to 780 pm/pixel for
the tilt and 0.75 pixels for the centers, thus nding the beam location with sub-pixel
accuracy. Convergence of the algorithm depended largely on how close to the optimal
the rough alignment was; however, run time was usually on the order of 100 s for all
eight parameters. Once determined, the optimal parameters were used in Equation 6.10
for the generation of all six modes and the photodiode was removed.

Input beam displacer phase correction
As the beam traverses the beam displacer, BD1 in Figure 6.5, one polarization of the
beam acquires more phase than the other. This means that the phase relationship
between the beams after the SLM and their subsequent recombination will not be the
required −π /2 discussed previously. To remedy this, a simple correction is made. A
piston adjustment to the side of the SLM corresponding to the vertically polarized
beam is added. This is done by creating a specic fundamental mode, for example
HE11,e , and incrementally adding phase to the SLM side while monitoring the intensity
recorded by the horizontal side of the input camera. Once this reaches a minimum, a
HOM beam is generated and the phase is further adjusted by ensuring the cleft in the
lobes runs either horizontally or vertically on the camera. The phase dierence is then
recorded by clicking the 'Set Zero Phase' button in the LabVIEW program shown in
Figure 6.8, and is used for the generation of all modes hereafter.

Forming the experimental A matrix
In Section 6.2 a mapping of the eld at the output camera from the pixel basis to the
mode basis was described. This mapping, coded in the matrix A, is used to perform
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Figure 6.8: Split screen SLM control panel with default optimal values. The ampli-

tude is expressed as a fraction of the full 8-bit stroke. Seen here is an option to correct
for the warp in the SLM which can be recorded prior to experiments and stored in a
le. This gave mixed results and was not used in this work.
the modal decomposition from the eld measured in the pixel basis. As previously
mentioned, the columns of A are formed from the expected mode elds. To generate
these, the parameter w0 must be t and the appropriate regions of interest (ROI)
on the camera selected and centered. The size of the ROIs was preset based on a few
conditions. The ROI must be small enough so that the inuence of noise is reduced and
the storage of several thousand images on the hard disk would not be a problem, yet it
must also be large enough so that none of the output beam is truncated and to ensure
the Fourier space is of high enough resolution (the importance of the spatial-frequency
resolution is addressed later). The size chosen was 192 pixels. Inside a square with a
side length of this size the expected eld intensity proles were generated and displayed
on the camera output screen in green. Since the cameras used were monochromatic,
the data from the output camera was displayed on the red channel during the tting.
The tting was done by eye since the output beam tended to be a mix of modes and,
therefore, did not resemble any pure mode exactly.
In Figure 6.9 the pure theoretical mode is displayed in green and can be shifted
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Figure 6.9: Alignment of beam centers and waist size is done by setting 'HParams' and

'VParams' such that the green theory overlaps the red probe beam as well as possible
for all six modes chosen from the drop down menu. The digital gain is sometimes used
for visibility of the low power beam and has no eect on the consequent experimental
steps.

by altering the values xc and yc. The beams exiting BD3 in Figure 6.5 are shown on
the output camera in red. The green proles are positioned over the red beams and
the waist size is adjusted by altering the w. This is usually done by approximating
the beam when injected in the fundamental mode; however, further validation of the
tting is done with HOM inputs. These can be displayed in green by selecting them
from the 'Mode' drop down menu and launched into the ber by pressing the 'Write
Mode to SLM' button. Once w is set for the left and right beams the A matrix can be
made. This is only done when the program is asked to calculate transmission matrices.
The beam positions, xc and yc, are used to select the appropriate ROI for processing
when demultiplexing.

Constructing the reference eld
As previously described in Equation 6.5, the reference eld, Eref can be constructed
knowing two parameters, Iref and ktilt . Iref is determined by setting the SLM ampli-
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tude to zero, eectively turning the probe beam o, and opening the shutter, Sh, in
Figure 6.5. Since the ROI is determined at this stage, only the portion of the beam
which is relevant to the demultiplexing is captured. The steps taken to nd ktilt are as
follows. The fundamental mode is excited at the ber input so that the output is as
near to Gaussian as possible. After closing the shutter Isig is stored by recording the
ROI. Turning both the reference and probe beams on by depressing the 'Signal' and
'Shutter' buttons shown in Figure 6.10, gives the interference pattern, Itot . Depressing
'Record ktilt' computes the Fourier transform outlined in Equation 6.3, and applies
the binary mask seen in Figure 6.3, exposing a single quadrant. This quadrant is user
selected and must correspond to the true angle of the reference beam. Otherwise, as
stated in Section 6.2, the conjugate eld is determined. The resultant image is a sharp
point, the transform of the signal Gaussian-like beam, oset from the center by ktilt ,
as shown in Figure 6.10. The value of ktilt is determined by measuring the oset of
this point from the center. This is done by taking the second moment of the ltered

Figure 6.10: Masked Fourier transform of the vertical output beam is shown as

selected in the 'Cropped Image' menu. The mask quadrant is also chosen from the
drop down menu. Recording of ktilt is automatic, but can be done with validation
by the user. Here, the repump, reference, and probe beams are toggled with the
'Repump','Shutter', and 'Signal' buttons. The wait times and number of repeats are
dened as well as a phase correction. Figures 6.8 and 6.9 combine with this gure to
form the full LabVIEW user interface. This program and all associated programs are
available on the OIST repository.
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Fourier image, F , and converting the pixel value to a phase as given by

ktilt

P
2π x x|F (x)|2
P
=
− π.
2
n
x |F (x)|

(6.14)

Here, x is the vector comprised of the pixel coordinates and n is 192. In the presence of
noise, the second moment, calculated in Equation 6.14, gave more stable results than
estimations of ktilt by the center-of-mass while maintaining the accuracy. Furthermore,
both the second moment and center-of-mass were found to accurately determine ktilt
for mode superpositions whereas this was not the case for Gaussian tting and peak
searches. With ktilt known the output eld, Esig , can now be determined in accordance
with Equation 6.5.

Output beam displacer phase correction
For BD2 and BD3 in Figure 6.5, the dierent optical path length between the horizontal
and vertical beams is not of concern as it is for BD1. More importantly, it is vital that
the reference beam follows a common path with the probe beam since, in this case,
the measured phase, which is relative to the reference beam, is the same for both
polarizations. However, in the setup described above, the phase is determined by
Fourier ltering, which is dependent on sucient separation of the spatial frequency
peak from the central 0th order. This separation can only happen in an o-axis setup
and when the reference beam does not take the exact same path through the beam
displacers as the probe beam, meaning the path dierences for the two polarization
components will be dierent. Hence, it is expected that some global phase delay with
respect to the reference beam will be acquired by the probe beam and this delay will
not necessarily be equivalent in both polarizations.
Since we are observing vector modes, where the phase relation between the horizontally and vertically polarized components of the beam are very important, this error
can lead to misclassication of a beam. Although the error may be apparent at the
input camera, as the expected mode is known, it is dicult to measure the extent of
the phase discrepancy when the eld is not known. The reason for this is that the
phase must be measured with respect to some reference beam and all beams would
likely suer the same problem. Furthermore, due to the dierent eld proles of the
horizontal and vertical sides on the camera, the two polarizations cannot be directly
compared to one another but rather only themselves. Given these constraints a method
for determining this error was established.
A half-wave plate was placed before the beam displacer with its fast axis oriented
vertically. This should have no eect on the determined eld as both the probe beam
and the reference pass through the HWP. For an arbitrary input, the eld is determined
at the camera as outlined in the steps above. The HWP is then rotated by 45◦ and
the new eld is measured. The HWP eectively swaps the horizontal and vertical
components of the probe and reference beams. If the phase dierence between the
reference and probe were the same for both paths in the BD, we would expect the new
eld to be equivalent to the original with opposite polarizations. When this is not the
case, the dierence in phase delays between the horizontal and vertical components

6.4 Experimental Mode Demultiplexing

103

can be determined by comparing the horizontally polarized eld when the HWP is at
0◦ , H0 , with the vertical eld when the HWP is at 45◦ , V45 .

Figure 6.11: Schematic of the phase delay discrepancy between the horizontal and

vertical beams. The reference wavefront is set as a zero-point and is represented by
the thick line in each case. The measured phases are given by H0 , V0 , H45 , and V45
where the letter indicates the output side of the beam displacer (horizontal or vertical)
and the subscripts give the orientation of the HWP. The true phase relation is given
by the dotted lines whereas the measured phase is shown by the solid lines. The
unknown acquired phase in each of the paths is given by dPV and dPH . Comparing
along diagonals, the dotted lines remain at the same relative position. Comparing
along rows, dPV and dPH remain the same.
Figure 6.11 gives an outline of how this dierence might manifest for a given pixel in
the eld images. Since we can only compare H0 and V45 , or H45 and V0 , as they share
the same eld proles, we cannot determine the true values of PV and PH . Adding
a global phase to the eld, however, does not aect its classication and, as such, a
correction factor can be determined as follows:
!
X
dP D = dPV − dPH = arg
(|H0 (x)| + |V45 (x)|)ei(arg [V45 (x)]−arg [H0 (x)]) , (6.15)
x

where x gives the pixel coordinates. It is expected that the phase dierence between H0
and V45 is the same for each pixel of the eld; however, due to noise there may be some
variations. For this reason the average is taken over all image pixels. In order to avoid
such situations where the average argument of two phases, such as 0 and 2π , incorrectly
gives π , the mean argument is calculated by taking the argument of the sum of all phase
dierences expressed as complex numbers. Furthermore, for areas of the eld with
low amplitude, the phase dierence recorded was prone to randomness due to noise,
truncation errors, and machine precision. For this reason, the average was weighted by
the mean pixel amplitude in H0 and V45 . In practice V0 and H45 were also compared
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giving the negative of the solution to Equation 6.15. The two values were averaged
to further combat measurement errors. The resulting phase delay dierence, dP D,
was then added to the horizontal component of the eld before modal decomposition.
Doing this means the global phase, dPV , is present on both polarization components
of the eld. This is of no concern as it is the relative phase which matters for modal
decomposition. To determine the validity of this method, the eld decomposition
was compared with and without the phase discrepancy correction (PDC) at the input
camera. The results are shown in Figure 6.12.

Figure 6.12: Experimental elds recorded at the input camera to test the ecacy

of the PDC. Matrices shown below are power matrices. These show the modal power
distribution for a given input. This is simply the element-wise magnitude squared of
the normalized transmission matrix.
Here, since modes such as TE01 and HE21,o dier only in a phase shift of π on the
horizontal component of the beam, the rather unfortunate value of dP D = 1.6 (≈ π/2)
meant that the decomposition was split between the two modes for both inputs as
shown in the transmission matrix magnitudes. The problem was virtually eliminated
with PDC and, as such, the correction was performed at the output camera for BD3.
It is interesting to see that there is as phase dierence of approximately π/2 between
HE11,e and HE11,o . This stems from the solutions to Equation 6.11 when the parameters
in Table 6.1 are used, as some modes have a global phase shift. The phase shift can be
accounted for when forming the modes with the SLM, but the shift has little bearing on
the overall response of the ber and is ultimately coded into the transmission matrix.
For this reason, the issue was simply ignored.
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6.4.3 Data Acquisition
After heating the system to equilibrium and performing the above calibration measurements, the transmission matrices can nally be recorded. Before taking the matrices,
three wait times were set. The rst was to give time for the cold atom cloud to form
or disperse after the repump beam is toggled on and o. This was, very conservatively,
set to 10 s in the experimental setup. The second wait time was to ensure the shutter has stabilized after opening or closing to avoid capturing images as the shutting
process is taking place. This was also set conservatively to 100 ms. Finally, a 50 ms
wait was set for the SLM to switch between phase masks. Two user-selected quantities
gave the number of sets to be taken and the number of matrices per set. On every
even set, the atom cloud was created by turning on the repump beam. Doing the sets
in an alternating pattern, with and without the presence of atoms, ensured that any
drift over time could more easily be accounted for in post-processing and limited false
correlations.
For the acquisition of a single matrix, the SLM cycles through all six input modes
with the shutter closed as the camera records Isig for each input. This is then repeated
with the shutter open, collecting Itot . The ROI images are written to the disk and the
input camera image is also saved once for validation. Saving these images is ultimately
unnecessary as all processing is done live; having them, however, allowed for post-hoc
validation of the program. The six pairs of images and the predetermined Eref are used
to calculate the six horizontally and vertically polarized eld proles in accordance with
Equation 6.5. To the horizontal components of the elds dP D is added before the elds
are vectorized to form the columns of the matrix, b, which gives the full transmission
matrix, M , when Equation 6.9 is solved. M and b are saved for post processing for
each data matrix. To get the power distribution among the output modes, the matrix
is normalized by column and the magnitude is squared and displayed. For further
validation of the methods it is expected that M be unitary once the absorption losses
are accounted for by normalizing the columns and, as such, |M † M | is also displayed.
These matrices, as well as their averages over the set, serve only as validation of the
methods as full analysis is done in post-processing. An example set of output elds in
the absence of atoms and the respective matrix is given in Figure 6.13.
The acquisition and recording process for a single matrix takes approximately 1.6 s.
This rate can be dramatically increased with proper triggering and less conservative
estimates for wait times. However, a major limiting factor is the extremely low-power
beam which requires long exposure times. Nevertheless we expect the system is relatively stable over this time period. The number of matrices per set was chosen to be
10 and the number of sets 20, 10 with atoms and 10 without. The total time for the
experiment at a given power and atom density was just under 10 minutes. This process
can then be repeated for a desired atom density and probe power to investigate mode
specic atom absorption.
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Figure 6.13: Example set of output elds excited by the labeled input modes. The

power matrix shown underneath is a mean over 10 measurements. The element-wise
standard deviation is shown next to the matrix. A unitary test is performed by multiplying the conjugate transpose of the normalized matrix with itself. The result should
be similar to the identity.

6.5

Theoretical Mode Selection

So far, only the process for determining the output modes from a given eld has been
discussed. However, the ultimate goal is to excite specic modes at the ber waist,
thereby tailoring the laser-atom interactions. Although the exact relationship between
the waist and the output modes is still unknown, preliminary results, detailed in the
PhD thesis of T. Nieddu, provide some evidence for a direct mapping from waist to
output [203]. In order to test this hypothesis the ability to excite specic output modes
would be an invaluable tool.

6.5.1 Mode to Pixel Mapping
To nd the input which excites a particular mode or superposition of modes at the
output it is a simple case of inverting the matrix. The required input, however, is
in the mode basis and, in a similar vein to what was done at the output camera, a
mapping is required from the mode basis to the SLM pixel basis. Since the ber is
in the Fourier plane of the SLM, the mapping can be split into a Fourier transform
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and a mapping from the mode basis to the ber input space, B . In summary, the
eld expressed in the output-camera pixel-basis can be expressed as a number of linear
transformations acting upon the eld expressed in the SLM pixel-basis as



   
S
C



 A  M

  L  =  a  , (6.16)
B†
sDF T
M
m
where B is a 5122 ×6 complex matrix and sDF T is a split 2D discrete Fourier transform,
which acts on the vertically and horizontally polarized beams separately. It is possible
to split the polarization components like this even though the beam is combined as it
passes through the lens, since the two polarizations are orthogonal and, therefore, do
not interfere. To form the B matrix two values were required: the amplitude prole at
the SLM and the phase prole for each of the modes. The phase prole is known from
Equation 6.10 with optimal xt , yt , xc , and yc parameters and the mode-specic values
in Table 6.1. The spatial amplitude can be determined from the probe beam prole
which, for simulations, was assumed to be Gaussian with a 1/e2 radius of 800 µm that
translated into a pixel radius of 53.3̇ on the SLM. The beam locations on the SLM are
also already known from xc and yc . The columns in B can now be made by vectorizing
the sDF T of the complex eld at the SLM for each of the modes.

6.5.2 Modied Gerchberg-Saxton Algorithm
To create an arbitrary superposition of modes at the ber input, we simply pre-multiply
the matrix B with a column vector of the desired complex coecients for each of the
six modes. To excite this superposition at the SLM, however, is not a direct process

Figure 6.14: Schematic showing the formation of a desired arbitrary eld locally in

k -space when amplitude modulation is restricted. The cycle continues until halting
criteria are met at which point the 'SLM Phase Mask' is used. FFT and IFFT indicate
a 2D Fourier transform and its inverse respectively. Only one side of the SLM is shown
for clarity.
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of simply inverting the sDF T as this would likely give a complex modulation at the
SLM. Unfortunately, the SLM used only modulates the phase of the beam, whereas
the amplitude is xed by the incident laser. This is not to say that the generation
of an arbitrary beam is impossible as there are methods to generate arbitrary output
elds from SLMs which modulate either only phase or only amplitude [109, 223226].
These mostly rely on ltering in the Fourier plane and using the blocked light as free
variables, which are modulated as necessary to give the desired interference, and hence
eld, at the unblocked region. The ber core can act as the required spatial lter and,
as such, these methods may be used in place of sDF T −1 to generate the SLM phase
mask.
The modied Gerchberg-Saxton algorithm outlined in Figure 6.14 can be used in
this situation. This is performed on the horizontal and vertical sides of the SLM
separately. The desired complex eld is selected with a binary mask, which cuts out
the region in k -space surrounding the ber over which we wish to dene the eld. This
region corresponds to xt and yt in the phase mask and can be determined. The size of
the region is set to extend beyond the eld decay tails, yet remain small enough such
that there are sucient free variables in k -space. This method was implemented in
place of the sDF T in Equation 6.16 and compared to the alternative of simply taking
the inverse sDF T and using only the argument as the phase mask. The comparison is
shown in Figure 6.15.

Figure 6.15: Comparison between taking the argument of the superposition and using

the Gerchberg-Saxton algorithm for an arbitrary superposition of modes. In both cases,
the input amplitude was dictated entirely by the laser prole and location on the SLM.
Correlation integrals with the ideal eld were 0.89 for the phase only correction and
0.94 for Gerchberg-Saxton method.
Although the Gerchberg-Saxton algorithm consistently gives a correlation to the
ideal eld which is greater than the phase-only method, the results are not perfect
even in a noise-free simulation. This may stem from the eective resolution of the
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SLM being limited to the region which the beam impacts. This gives the SLM less
freedom to shape the beam. Making the beam larger is, unfortunately, not an option
for our setup as, beyond the current size, the horizontal and vertical beams would
overlap. In spite of this, the correlation integrals for the Gerchberg-Saxton eld with
the ideal eld are in excess of 0.9 and may work suciently well in an experimental
environment.

6.6

Conclusion and Future Work

This chapter discussed a means by which both modal demultiplexing and selection
can be done using a phase-only SLM and o-axis holography. In the experimental
implementation, a number of calibration and optimization protocols were presented;
these allowed for high diraction eciency when using the SLM, precise coupling to
ber modes, and phase corrections for more exact demultiplexing. The methods were
validated at the input camera before use at the output camera to determine the ONF
transmission matrix. Further automation to the program also allowed for the acquisition and averaging of many transmission matrices taken over various beam powers
and atomic densities. Although these experiments were performed, polarization uctuations in the probe beam laser diode, as well as a problem with the 1064 nm beam,
which is used to heat up the ONF to prevent atoms from adhering to it, meant that
the results were not statistically signicant enough to make conclusions about mode
dependent absorption. These experiments are ongoing and future work will include an
experimental implementation of matrix inversion and the modied Gerchberg-Saxton
algorithm. The ultimate goal is to correlate atomic absorption proles with the modes
present at the input and at the output, with the aggregated information giving some
indication as to the modal decomposition at the waist. If the waist prole can be
known from these methods alone, the next step is to transfer OAM to the atoms. Otherwise, there are some methods which allow for probing the waist with scatterers and
secondary tapered bers [227, 228].

Conclusion
A few seemingly dierent applications for ber probes have been discussed in this
thesis, yet, the original underlying goal of imaging in a behaving mouse in-vivo remains. Though a few suggestions were made to achieve this goal, ultimately each of
the experiments presented here fall short of the criteria in Table 1.1 in some form.
Whereas the ber bundle and GRIN lens, described in Chapters 3 and 4, oer exibility and high temporal resolution, the required implant size is large, potentially leading
to hemorrhaging or damage to the networks being observed. Furthermore, even with
compressive sensing reconstructions, the resolution still falls slightly short of the ideal
goal which would allow for the observation of sub-cellular structures. When the GRIN
lens is replaced with a section of multimode ber the implant size can be signicantly
reduced as presented in a number of methods in Chapter 1. These use spatial modulation of coherent light to perform scanning endoscopy [117, 124, 139]. The methods,
however, come at the cost of other criteria, namely imaging rate and ber exibility.
To increase the imaging rate, in Chapter 5 we presented a method which allows for
the collection of fewer samples through an MMF and uses compressive sensing reconstruction methods to generate an image at the end-face of the ber. This had its own
cost of creating an ill-dened working distance from the ber end-face and is yet to be
shown to work for imaging a three dimensional sample. It is clear that each suggested
method for performing microendoscopy has some limitations and advantages, and that
each method could be applied where the limitations do not pose large problems but the
advantages oer large benets. For this reason, phase shaping methods, which were
deemed to pose unsurmountable limitations for our imaging in behaving mice, were
developed for modal decomposition in optical nanobers in Chapter 6. In this chapter
some shortcomings and possible improvements for each set of experiments are briey
discussed.
In Chapter 3, theoretical reconstruction of images through a ber bundle was assessed. Though this shows some success, for large compression ratios, the performance
of compressive sensing and interpolation seemed to eventually converge, in which case,
due to its relative computational eciency, interpolation would be preferred. In the
cases investigated here, however, the convergence was likely due to the band-limited
nature of the images being reconstructed which meant, at high compression ratios, the
images were over-sampled in the pixel domain and, as such, relatively less information
was lost by sampling with the cores. Though, in reality, a cell would not be bandlimited, as one could simply focus on ner details, the same eect can be elucidated
by imaging where the inter-core spacing of the ber is near the diraction limit of the
optics used. In this case the resolution is no longer limited by the cores. To combat
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this, one might use short imaging wavelengths and a high NA microlens. The disadvantage of this, however, is that large complex lenses would need to be implanted in
the brain while the eld-of-view becomes smaller under the high magnication. A more
tenable method for increasing the reconstruction delity is to custom design the representation basis so that it is better at identifying cells. This can be done by a machine
learning method termed k-SVD, in which a common representation basis, such as the
DCT, is adapted to represent a particular family of images, for example neurons, more
sparsely [229]. This would make the imaging method less suitable in the general case
but perform much better at imaging neuronal tissue.
Chapter 4 saw the application of the technique described in Chapter 3 in mice
in-vivo. The performance here was, expectedly, somewhat worse than the theoretical
reconstructions. To overcome this discrepancy it is simply a case of developing the
implantation and coupling methods used on the head of a mouse. The more in-focus
an image can be acquired, the higher the spectral power of the high spatial frequencies
will be, and, in turn, the better the reconstruction. Nevertheless, through a number
of trials, functional imaging was achieved in-vivo for a behaving mouse. During this
acquisition it was noted that the cells being tracked moved around the eld-of-view of
the ber signicantly. This was somewhat expected in a moving mouse; however, it did
present a problem in registering the cells in post-processing to collect a time series of
activity. The cell movement was likely due, in part, to the motion of the brain around
the implant and, as such, cannot be fully accounted for by stabilizing the microdrive,
yet, there may be benets to this seemingly undesirable motion. The motion of an
object under the low resolution sampling of the cores reveals more information about
the object. If the image can be properly tracked, a reconstruction technique similar
to synthetic aperture imaging could be used. This would oer a signicant increase in
resolution [230].
To minimize the implant size, in Chapter 5 experiments are described that use
short sections multimode bers. This oered some success at a relatively high under
sampling ratio. Three clear developments are immediately available for this project.
The rst is simply the use of a faster SLM, such as a DMD, to allow for the acquisition
rate to increase to levels suitable for endoscopy. Secondly, the coupling eciency
from the object side could be monitored and applied in the reconstruction algorithm.
Finally, the reconstruction could be performed with non-negative constraints as this
greatly reduces the search space for the solution. The use of the coupling eciency
as reconstruction weights and non-negative constraints would, however, require the
development of some new reconstruction methods. Since this is also an experimental
technique, for use with cells, k-SVD or similar methods could be used to increase
reconstruction delity. Experimentally, though somewhat promising, this technique
requires some development before it nds its use in in-vivo experiments. In Chapter 5
some of these developments were briey discussed with reference to ber bundle speckle
excitation and bending.
Chapter 6 presented a very dierent application for phase shaping optical beams
in ber probes. The selection of a complex superposition of ber modes by an SLM
has its strengths in endoscopy, namely high spatial resolution and small footprints.
However, the developed techniques would not allow for the temporal resolution or
exibility we desired in a mouse. The adapted techniques rather found their use in
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addressing modes of a nanober. Here, the constraints were very dierent from those
for neuroscience. The temporal resolution and ber bending were of little concern;
however, the precision with which modes were determined and excited was deeply
important. This was because only specic complex combinations of the vector modes
of the ber would allow the accomplishment of our end goal, to transfer OAM to
atoms. This multifaceted problem still poses a number of challenges which must be
overcome if the goal is to be achieved. The bulk of these stem from the fact that the
modal composition at the waist remains unknown. However, the modal excitation and
decomposition developed in this work give enough information to describe the ber by
a single linear transmission matrix. Furthermore, the probe beam absorption gives an
indication of the possible mode superpositions interacting with the atom cloud at the
waist of the ber. Using the matrix it is possible to correlate the probe absorption
with the input and output modes. This, in turn, might shed light on the composition
at the waist. Doing this requires the experimental application of the inverse TM and
the collection of data for sucient input and output mode combinations which would
allow the formation of a model of the ONF. It is hoped that this would be achieved in
the near future.
Fiber mode selection may also nd its use in imaging. As, using this technique,
the number of measurements taken by the ber for reconstructing an image is maximally ecient [138]. Such an imaging method, however, is likely to suer similar
disadvantages to those given for speckle basis microendoscopy and much development
would be required before it can nd use in in-vivo imaging. For endoscopy, no single
optical probe exists, to our knowledge, which can achieve all the challenging criteria
outlined in Table 1.1. However, many seem to come close, falling just short on a few
requirements. As such, a method which could meet all the prerequisites for deep-brain
in-vivo imaging does not seem so distant. Until then, the application of optical ber
probes as an investigative tool, whether in in-vivo imaging, atom-clad nanobers, or a
yet further removed problem, must simply be matched to the specic task at hand.
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